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Background
Short tandem repeats (STRs), also known as microsatellites, are directly adjacent repeti-
tions of specific nucleotide motifs in a genome. STR units are diverse with various com-
positions of nucleotides and of different repeat unit sizes (generally ranging from 1 to 
10). For example, GGG GCC  is a hexanucleotide STR motif in C9orf72 that is associated 
with amyotrophic lateral sclerosis (ALS), while CAG is a well-known trinucleotide repeat 
motif in several genes associated with repeat expansion disorders. More than half mil-
lion STRs have been catalogued from the reference genome, covering approximately 3% 
of the human genome [1]. Repeat expansions of specific STRs, including those in exons, 
UTRs or introns, are known to cause various human diseases. To date, over 40 neuro-
logical disorders have been found to be associated with trinucleotide repeat expansion, 
including Huntington’s diseases [2], the spinocerebellar ataxias [3], fragile X syndrome 
[4], Friedreich’s ataxia [5], and others [6–8]. Additional human diseases caused by repeat 
expansions have been found recently [9–19], partly because of the recent development 
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of long-read sequencing technologies. In various repeat expansion diseases, repeat 
count of STR units is found to correlate inversely with the age of onset: larger repeat 
expansions are usually associated with earlier age onset of the disease [20, 21]. Thus, the 
identification of novel STRs and the quantification of repeat counts in known STRs are 
critically important to the study of repeat-associated human diseases and the eventual 
development of therapeutic strategies.

The current approaches to determining repeat counts of STRs include Southern blot 
analysis, capillary electrophoresis, and, in some cases, Sanger sequencing. However, 
these techniques are labor intensive and time-consuming for large-scale STR detec-
tion and cannot be applied at genome-wide scale. Next generation sequencing, such as 
Illumina short-read techniques, paved a way for genome-wide STR detection, and vari-
ous computational methods have been developed for assisting this task, such as lobSTR 
[22], RepeatSeq [23], STRviper [24], TREDPARSE [25], HipSTR [26], ExpansionHunter 
[27], and STRetch [28]. However, the length of reads in short-read techniques usually 
ranges from 100 to 150 bp (base pairs), which are much smaller than pathogenic STR 
expansions that are hundreds of or even thousands of base pairs in length. Thus, short-
read techniques have limited power to detect pathogenic STR expansions. Long-read 
sequencing techniques, such as PacBio and Oxford Nanopore sequencing, can generate 
much longer reads with up to hundreds of thousands of bp. Longer reads can provide 
better alignment for pathogenic STRs using information from flanking sequences, and 
several computational tools have been developed to detect repeat counts based on long 
reads, including RepeatHMM [29], Tandem-genotypes [30], RepLong [31], and TRi-
CoLOR [32]. These tools together with long-read techniques have achieved great success 
in characterizing disease-associated STRs [9–12]. One drawback to long read data is the 
relatively high basecalling error rate (3 to 15%) [33] (although different strategies, such 
as linear consensus [34] or amplicon-based UMIs [35], were designed to reduce errors, 
additional cost is needed and the scalability is limited). More importantly, one less 
known limitation is that basecalling errors of nanopore sequencing are not uniformly 
distributed across genome in long-read data; instead, they are becoming much higher 
in repetitive regions (see the analysis below) when the size of repeat regions is very large 
(which is the case when there are repeat expansions in patient samples). Therefore, while 
existing approaches can use basecalled reads to analyze short STRs in healthy subjects, 
there can be substantial challenges in characterizing disease-associated and highly 
expanded STRs that are specifically observed in patients.

Signal data has been used to improve STR detections and reduce the bias in STR 
regions caused by higher error rates, before recent improvements in basecalling accu-
racy is made. De Roeck et  al. proposed NanoSatellite to detect STRs at the nanopore 
squiggle level using dynamic time warping and detected a 25 bp repeat unit, where the 
expanded alleles strongly increase risk of Alzheimer’s disease [36]. Meanwhile, Giebel-
mann et al. used profile hidden Markov model to identify STR regions and upstream/
downstream flanking sequences with the help of signal alignment to flanking regions, 
and their tool STRique has been evaluated on GGG GCC  repeats of FTD/ALS (Fron-
totemporal Dementia and Amyotrophic Lateral Sclerosis) synthetic sequences [37]. 
However, these tools rely on synthetic signals for various STR units and their flanking 
regions, which deviate from real signals. As evidenced in existing works [38–40], real 
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signals are commonly observed as a distribution rather than a signal value which is used 
as synthetic signals for a specific pore model. Therefore, analysis on datasets encoun-
tered in real-world settings is important to understand the characteristics of different 
computational approaches.

In this study, we propose a deep learning tool, DeepRepeat, to accurately detect STRs 
directly from nanopore electric signals, without using synthetic signals. DeepRepeat is 
based on the notion that directly adjacent STR units share similar nanopore signal dis-
tribution. It then converts real signals of a STR unit and its upstream and downstream 
STR units into RGB channels of a color image, where the height represents the signal 
range and the width represents STR unit size. Subsequently, we feed repeat and non-
repeat images into a deep convolutional neural network followed by a full connection 
network for classification. Based on alignment of all long reads for a specific STR locus 
in an individual, the information is summed from multiple long reads for the STR locus 
using a Gaussian mixture distribution. We evaluate DeepRepeat for repeat identification 
and count estimation on multiple STR datasets. Of particular interest in our evaluation 
is the CHM13 genome, which is the first telomere-to-telomere genome assembly that 
was recently published using a collection of sequencing approaches through consortium 
efforts. It is an interesting testing case because of the ability to resolve telomeric repeats 
accurately and because of the accurate quantification of long STR regions (unlikely to 
be pathogenic though). We also evaluated DeepRepeat on multiple datasets on healthy 
subjects and those with known repeat expansions. Our experiments show several unique 
advantages of DeepRepeat over existing methods. DeepRepeat is publicly available at 
https:// github. com/ WGLab/ DeepR epeat .

Results
Overview of DeepRepeat

The input of DeepRepeat is basecalled nanopore data with electric (ionic) signals, and 
the output is estimated repeat counts (Additional file 1: Fig. S1). There are three steps 
in DeepRepeat: converting signals to images, using deep learning for STR prediction 
on each nucleotide, and summarizing the predictions on multiple reads to infer repeat 
counts.

One novel and key step of DeepRepeat is to convert electric signals to images, which 
is illustrated in Fig. 1 with trinucleotide repeat as an example for simplicity. In Deep-
Repeat, signal distribution of each STR unit is transformed into a matrix, and three 
matrices from the three consecutive STR units are converted as three channels of a 
color image. Then, the self-similarity between adjacent repeat copies in a STR region 
is used to infer whether nucleotides are in a specific STR region. With this property in 
mind, an image of three consecutive STR units is expected to have signals at the same or 
close corresponding positions in each channel with a color close to white, and the rest of 
image is black. In an ideal case, images of repeats only have several white dots with black 
as background, while images of non-repeats have many mixed colors that are randomly 
dispersed. Using this transformation, the STR detection is creatively converted to an 
image recognition problem, and then deep convolutional network in the field of image 
processing is used to identify STR units from nanopore signals. Finally, after making the 
prediction of whether a base in long reads is in a repeat region or not, the long reads are 

https://github.com/WGLab/DeepRepeat


Page 4 of 27Fang et al. Genome Biology          (2022) 23:108 

aligned against a reference genome, and the results on multiple reads are summarized to 
quantify the repeat counts using a Gaussian mixture model.

In this section below, we will first demonstrate higher error profiles of repeat expan-
sion regions, which is a little-known fact because most researchers do not focus analy-
sis on highly expanded repeat region. We then evaluate DeepRepeat on individual loci 
and on a genome-wide scale, including assessment on (i) telomeric/long STR regions 
in CHM13, (ii) a CAG repeat dataset of the HTT gene of 11 Huntington’s disease sam-
ples, (iii) a GGG GCC  repeat dataset of synthetic sequences [37], (iv) nine STR loci with 
validation by Sanger sequencing, (v) 57 manually curated STR loci for two different 
genomes (HX1 and NA12878), and (vi) genome-wide prediction of STR bases in two 
genomes (HX1 and NA12878) with cross-genome independent testing strategy.

Estimation of mismatch error of repeat regions

We used two published nanopore long-read datasets [37] to estimate how repeat expan-
sion affects basecalling errors in Oxford Nanopore sequencing. We performed re-base-
calling using two recently released algorithms, including Guppy v3.3.3 and v5.0 (the 
two Guppy versions differ substantially in the underlying algorithms) together with 
Albacore. One dataset represents synthetic sequences with five distinct repeat counts 
(8, 32, 50, 56, and 76) of the GGG GCC  motif, while the repeat locus of the reference 
sequence has 10 repeat counts. These long reads from five groups have highly similar 
flanking regions of repeat but different repeat counts, and a general alignment process 
will complicate further analysis. Thus, we generated four different reference sequences 
with 8, 32, 53, and 76 repeat counts (repeat counts 50 and 56 are close to each other, and 

Fig. 1 DeepRepeat workflow: converting nanopore signals to images for deep learning prediction. Each 
dot in the curve in black represents an event in nanopore data and is represented by a column in a channel. 
R: the size of repeat motif, for example, R = 3 for trinucleotide repeats. Del: deletion indicating 1 bp deletion 
compared against the repeat motif of interest; Ins: insertion indicating 1 bp insertion compared against the 
repeat motif of interest. In the bottom and the left, an ideal image representation of repeat regions is white 
dots, while the image representation of non‑repeat regions is dispersed red or blue or green or their mixture. 
Each basecalled nucleotide in the sequence of the bottom subfigure is for a column for demonstration 
purpose
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thus are considered together), and then aligned all long reads to the reference sequences 
using minimap2 [41]. Note that a long read may be aligned against multiple reference 
genomes, but only one of them is considered as primary alignment with the maximum 
alignment score, and the primary alignments should be aligned against the reference 
sequence with the closest benchmark repeat counts. For example, if a long read has a 
primary alignment against a reference with 32 repeat counts, it is considered to be from 
a group with 32 repeat counts. With this strategy, all long reads were assigned into dif-
ferent groups.

We then analyzed the mismatch error for the repeat regions and the flanking regions 
(Fig. 2). We found that for the reads belonging to the group with 8 repeats, the mismatch 
error rate (5.6%) in the repeat region is higher than that (3.6%) in the flanking region 
(Fig. 2b). However, when the repeat size expands to 76 (Additional file 1: Fig. S2), the 
mismatch error rate in the repeat region increases to 10%, which is 78% higher than that 
of the flanking region (5.6%) (Fig.  2a). The above analysis was based on Guppy v3.3.3 
basecalling. We also conducted a similar analysis on nanopore reads basecalled via 
Albacore v2.3, and the conclusion is similar (Additional file 1: Fig. S4). All the analysis 
indicates that the mismatch error rate significantly increases as repeat size is becoming 
larger. Basecalling errors by Guppy 5.0.7 decrease, but are still higher in much longer 
repeat regions as shown below.

We analyzed another dataset of a BAC clone [37] where the repeat copies could be up 
to 800 GGG GCC  units. Using a similar strategy above, we investigated the mismatch 
error of repeat regions. The results shown clearly demonstrate that the repeat region 
with 800 copies has much higher mismatch error rate than its flanking regions (Fig. 2c, 
d, Additional file  1: Fig. S3). In contrast, the repeat region with 15 copies has similar 

Fig. 2 Mismatch error rate for nanopore long reads with different repeat lengths. Repeat regions are 
highlighted in yellow. a and b have 76 and 8 G4C2 repeat copies for 2 synthetic sequences respectively, while 
c and d have ~ 800 and 15 repeat copies for a BAC clone. Each dot is for an averaged mismatch error of a 
50 bp region to reduce randomness. The long‑read data were released by [37] and rebasecalled via Guppy 
v3.3.3 (solid lines) and Guppy 5.0.7 (dashed lines). A summary of error rate statistics is shown in Additional 
file 3
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mismatch error rate with the flanking regions (Fig. 2d). Similarly, Giesselmann et al. also 
concluded that single-read base calling at the genomic level becomes unreliable in long 
G4C2 repeats [37]. These results demonstrate that the mismatch error rate of nanopore 
sequencing can increase substantially in genomic regions with highly expanded STRs, 
which may bias results from algorithms that rely on basecalled reads rather than raw 
nanopore signals.

Detection of long STRs in CHM13

We next tested DeepRepeat on detection of long repeats in the CHM13 genome, using 
models trained on NA12878 and HX1. CHM13 is a well-studied genome with both 
PacBio HiFi and Oxford Nanopore long-read data publicly available [42]. The CHM13 
cell line has near-complete homozygosity, with a few exceptions in specific regions. The 
telomere-to-telomere consortium has finished the de novo assembly of CHM13 primar-
ily based on HiFi reads, but supplemented with data from other short- and long-read 
platforms. Since CHM13 assembly is shown to be highly reliable, repeat counts from 
the assembly can be considered as a benchmark to evaluate the detection of long repeats 
from nanopore data only. In this subsection, the benchmark “true” repeat counts in 
CHM13 are directly calculated from the published assembly (v1.1).

We first tested DeepRepeat on the detection of telomeric repeats in CHM13. Each 
telomere was quantified separately using 30X nanopore data of CHM13. Quantification 
of telomere repeat is challenging because the repeat is at the end of the chromosome 
and only one flanking region is available. After removing reads that are not confidently 
mapped to the flanking region, the average number of reads per telomere was 20. The 
comparison of DeepRepeat estimation and CHM13 assembly is shown in Fig.  3. The 
estimation of DeepRepeat is consistent with the CHM13 assembly (Pearson correla-
tion = 0.83), but with some variations. The reasons might be that (1) we did not use the 
raw signals of the full data set (126X) due to storage limitations; (2) the repeat count 
variation in the telomere regions is larger than regular STR regions because the telomere 
length can be mosaic in a cell line; and (3) since there is only one flanking region for 
a given telomere, it is unknown if the full length of the telomere had been sequenced 
completely for each read. The standard deviations of repeat count between reads are 
about 100 in the telomere regions. Two other tools, RepeatHMM and STRique [37] can-
not detect this type of repeat (either detected nothing or reported an error). This is not 
surprising because other repeat estimation methods need accurate alignment of reads 
against both flanking sequences of repeat regions. To the best of our knowledge, Deep-
Repeat is the only tool that quantifies telomeric repeats and generates an overall estima-
tion as well as a per-read estimation using signal data.

Next, we benchmarked DeepRepeat, RepeatHMM [29], and STRique [37] (a method 
using synthetic signals) on 439 STR regions on the CHM13 genome. These are all STR 
regions that are > 200 bp and not within a 500-bp flanking region of another STR. We 
removed adjacent STRs because many of the adjacent STRs have similar sequences 
and it is hard to tell if they need to be merged or not without manual examination. The 
lengths of the 439 STR regions range from 200 bp to 2374 bp, and their coordinates are 
shown in Additional file 2: Table S1. The evaluation results are shown in Fig. 3, where it 
is clear that DeepRepeat achieves better performance than RepeatHMM and STRique. 
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For example, the average absolute difference between estimated and benchmark repeat 
counts is 3.56, 4.47, and 11.2 for DeepRepeat, RepeatHMM and STRique, respectively. 
DeepRepeat reduces the estimation errors by 20% compared to RepeatHMM and 68% 
compared to STRique. Thus, DeepRepeat outperforms existing methods to detect very 
long STR repeats.

Detection of CAG repeats in HTT on Huntington’s disease cell lines

We next tested DeepRepeat for the estimation of repeat counts for 11 Huntington’s 
disease (HD) cell lines, using the model trained on an in-house nanopore data set of 
HD samples. HD is a neural degenerative disease caused by CAG repeat expansions in 
exon-1 of the HTT gene. In this study, we generated high coverage (~4000X) targeted 
nanopore sequencing data of the HTT exon-1 region of 11 HD cell lines and also per-
formed Sanger sequencing to determine the repeat counts. The repeat counts of the 
pathogenic expanded allele for the 11 samples range from 39 to 72, while the repeat 
counts for normal allele are between 17 and 21 with one exception of 26. We run Deep-
Repeat, RepeatHMM [29], Tandem-genotypes [30], and STRique [37] on this data, and 

Fig. 3 Benchmarking repeat quantification on CHM13. a Estimated telomeric repeat counts against 
benchmark repeat counts determined on CHM13 v1.1 assembly (Pearson correlation = 0.83). b–d 
Quantification of 439 long STR regions in CHM13 using DeepRepeat (b), RepeatHMM (c), and STRique (d). 
The distribution of absolute difference between estimated repeat counts and the truth set (CHM13 v1.1 
assembly) is shown
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compared their performance against repeat counts inferred from Sanger sequencing. 
The results are shown in Fig. 4.

First, we downsampled the high coverage nanopore sequencing data to 15X cover-
age to mimic whole-genome sequencing data with lower coverage (i.e. a PromethION 
cell on a single human genome) and tested the accuracy of DeepRepeat, RepeatHMM 
and STRique. This process was repeated 3 times, and the results are shown in Fig. 4a, 
c. All the three methods have very high Pearson’s correlation with the benchmark 
(> 0.99), but DeepRepeat performs better than the others. Meanwhile, we also cal-
culated averaged absolute error of each method. The averaged absolute errors (as 
shown in Fig. 4c) are 1.19, 1.2, and 1.47 for DeepRepeat, RepeatHMM and STRique, 

Fig. 4 Repeat count estimation on 11 Huntington’s disease samples with CAG repeats and on NA12878. a 
The correlation of estimated repeat counts against benchmark repeat counts on ~15X downsampling data 
(3 times for each data). b The difference of estimated repeat counts minus benchmark repeat counts for 
the four methods. c Averaged absolute difference (Error) of estimated repeat counts and benchmark repeat 
counts. “All” for all repeat counts, while “pathogenic” for only pathogenic repeat counts. d The distribution 
of estimated repeat counts from all long reads for a sample (ND30422) whose benchmark repeat counts 
are 18 and 40 (shown by a down arrow in magenta). e The distribution of estimated repeat counts from all 
long reads for another sample (ND30626) whose benchmark repeat counts are 21 and 41 (shown by a down 
arrow in magenta). The distribution for more samples is in Additional file 1: Fig. S5. d, e: x‑axis for estimated 
repeat counts; y‑axis for the number of supporting reads for each estimated repeat count. f The difference 
of supporting reads between DeepRepeat and other methods (in percentage = (o‑D)*100/D where D is the 
number of supporting reads by DeepRepeat, while “o” is the number of supporting reads by other methods 
(RepeatHMM, Tandem‑genotypes and STRique)
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respectively. We also calculated the average absolute errors for pathogenic alleles 
only, because pathogenic repeats are more important for clinical diagnostic purposes. 
The error rates are 0.8, 0.89, and 1.13 for DeepRepeat, RepeatHMM and STRique, 
respectively. In both cases, DeepRepeat achieves lower error than other methods. Of 
note, DeepRepeat achieves much lower error and is several times faster than STRique 
(both of them analyze nanopore signals data; speed comparison is described in the 
section below).

We also tested the methods on the original high-coverage data, and the results are 
shown in Fig. 4b. All four methods provide accurate estimation of repeat counts with the 
difference of estimated repeat counts and benchmark repeat counts between − 5 and 4, 
and estimated repeat counts have excellent correlations with benchmark repeat counts. 
In practice, this high-coverage dataset is far more than enough for DeepRepeat. We 
generated this because it is a targeted sequencing and the MinION flow cell has more 
capacity than needed.

To further examine how long reads support estimated repeat counts for a sample, we 
illustrated the distribution of estimated repeat counts of long reads in Fig. 4d and e for 
two samples (the distribution for other samples is shown in Additional file 1: Fig. S5). 
All four methods show clear peaks around the true repeat counts. However, DeepRe-
peat has more supporting reads to infer repeat counts, especially for the pathogenic 
(expanded) allele (supporting reads for a called allele are those reads with similar repeat 
counts to the peak of each method. Same thresholds were used for different methods). 
This is particularly important, since typically fewer reads are available for longer alleles 
vs. normal alleles due to differences in sequencing efficiency and amplicon generation. 
To evaluate how many more long reads with expected repeat counts can be used for STR 
detection, we summarized the number of supporting reads for inferring repeat counts in 
Fig. 4f and Additional file 1: Table S2. For pathogenic STR alleles, DeepRepeat detected 
~ 2–20% more supporting reads than the two FASTQ-based methods (RepeatHMM 
and Tandem-genotypes) on 10 samples and 23% more supporting reads than STRique. 
For normal STR alleles, DeepRepeat detects comparable number of supporting reads as 
RepeatHMM, and more supporting reads than Tandem-genotypes and STRique. The 
more supporting reads detected by DeepRepeat may explain why DeepRepeat works 
better in low coverage data (which is the case when performing whole-genome sequenc-
ing), as it is capable of using more information than competing approaches. In summary, 
unlike the other STR-detection methods, DeepRepeat identifies more repeat reads, 
allowing better quantification of repeat counts from raw electric signal intensity data, 
which is critical for whole genome data analysis with low coverage.

Evaluation on synthetic sequences with GGG GCC  repeats

DeepRepeat was next assessed on synthetic GGG GCC  repeat sequences, where five syn-
thetic molecules were sequenced [37] after polymerase chain reaction (PCR). The five 
sequences have 8, 32, 50, 56, and 76 GGG GCC  repeat units, respectively. The nanopore 
data of the first three sequences were used for training DeepRepeat. Please note that 
only mapped nucleotides are used in the training process and the training data consists 
of 28,512 long reads from the 3 samples. That is, only 3 GGG GCC  repeat units in the 
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reference sequence and their flanking sequences are used in training process and the 
training data is comparatively small for DeepRepeat.

The nanopore data for the last two sequences were used to evaluate DeepRepeat. The 
estimation of repeat counts by RepeatHMM, DeepRepeat and Tandem-genotypes is 
shown in Additional file 1: Fig. S6 (STRique is not used in this comparison since it was 
trained and optimized on these synthetic sequences). In Additional file 1: Fig. S6a and 
S6b, all three methods have peaks closed to 56 and 76, demonstrating accurate estima-
tion of repeat counts. Other repeat counts are also detected around 32 and 50 (Addi-
tional file 1: Fig. S6a), and 32, 50 and 56 (Additional file 1: Fig. S6b). This could reflect 
inaccurate demultiplexing of the original data, since all synthetic sequences were bar-
coded for mixed nanopore sequencing and then demultiplexed into different groups 
[37]. In summary, this analysis shows that DeepRepeat can be trained on a relatively 
modest training data (small number of repeat units) to achieve reasonable performance 
on alleles with much larger repeat counts.

Evaluation of DeepRepeat on 57 manually curated STRs in the human genome

To obtain a well-trained model of DeepRepeat on a genome-wide scale, we trained it on 
all STR regions in GRCh38 and tested on 57 manually curated STRs. To generate the 
whole-genome training data we first downloaded whole-genome annotations on STRs 
from the UCSC genome browser [43], and then refined the whole genome repeat regions 
to obtain non-overlapping and perfect STR loci for GRCh38. Subsequently, we grouped 
whole-genome STRs according to their repeat units, and trained each model as a group. 
Taking trinucleotide repeats for example, there are 10 groups for 60 trinucleotide repeat 
motifs (excluding mononucleotide repeats). The grouping is necessary because an STR 
region may contain multiple motifs at the same time. For instance, in a STR region of 
CAG CAGC AGCA G  and its complementary CTG CTGC TGCT G, the three motifs 
CAG, AGC, and GCA all occur, while CTG, TGC, and GCT all occur in the comple-
mentary strand. Thus, the six motifs are assigned as a group within a single DeepRepeat 
model. The example of group information used is provided in Additional file 1: Table S3.

We next used 2 whole genome nanopore sequencing data for human individuals, 
NA12878 [44] and HX1 [45], to assess the accuracy of DeepRepeat. We trained DeepRe-
peat on NA12878 and then tested the trained model on HX1 with 57 manually curated 
STRs, or vice versa. The 57 manually curated STRs represent well-known disease-
associated repeats or STRs widely used in forensic analysis. Since both NA12878 and 
HX1 are free from repeat expansion disorders, the repeat counts inferred from high-
coverage short reads data of NA12878 and HX1 would be a reliable benchmark. Fur-
thermore, both genomes have very high coverage short-read data (~300X for NA12878 
and ~142X for HX1) generated by Illumina sequencing, and thus, the repeat counts 
detected on short-reads provide an independent evaluation of the DeepRepeat output. 
As shown in Fig.  5a, b, repeat counts for the 57 manually curated STRs estimated by 
DeepRepeat were compared against the repeat counts on NA12878 and HX1 short-read 
data inferred by HipSTR [26]. On the NA12878 genome, the repeat counts inferred by 
nanopore data and short-read data have a correlation coefficient 0.92 with an average 
absolute difference of 1.64, while on the HX1 genome, the correlation coefficient is 0.91 
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with an average absolute difference of 1.62. This indicates that the majority of repeat 
counts inferred by DeepRepeat on nanopore data are similar to the repeat counts esti-
mated from high-coverage short-read data. In summary, we demonstrated the accuracy 
of DeepRepeat, even for relatively short STRs.

Evaluation of DeepRepeat on nine STR loci in NA12878 with Sanger sequencing

To further evaluate DeepRepeat, we selected nine STR loci (five trinucleotide STRs and 
four tetranucleotide STRs) and conducted Sanger sequencing on NA12878. As shown in 
Table 1, the length of nine STR regions ranges from 63 to 113bp in the reference genome 
of GRCh38/hg38, and the repeat counts detected from Sanger sequencing range from 
14 to 27. We then ran HipSTR on ~300X short-read data, and DeepRepeat on 38X long-
read data of NA12878 to determine the repeat counts of the nine STR loci (we manu-
ally checked the repeat count distribution for each locus to infer repeat counts, because 
some loci have limited supporting long reads).

We also run Tandem-genotypes and RepeatHMM and summarized all results 
in Table  1. Since the nine STR loci do not have longer than 150 bp repeat regions, 
RepeatHMM and Tandem-genotypes also achieved good performance on several 

Fig. 5 The performance of DeepRepeat with cross‑genome testing strategy. a Repeat counts inferred by 
DeepRepeat on nanopore data against by HipSTR on high‑coverage short‑read data for NA12878 while 
DeepRepeat is trained on HX1. b Repeat counts inferred by DeepRepeat on nanopore data against by HipSTR 
on high‑coverage short‑read data for HX1 while DeepRepeat is trained on NA12878. c The whole genome 
performance for STR‑nucleotide prediction by DeepRepeat. “Repeat Count Diff”: counts predicted by 
DeepRepeat minus the corresponding counts predicted by HipSTR
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loci, and both DeepRepeat using long reads and HipSTR using short reads detect 
similar repeat counts as Sanger sequencing (Table  1). For example, the TGC repeat 
at chr16:73,546,662–73,546,741 has two alleles with repeat counts of 22 and 24 (as 
shown in Fig. 6 and confirmed by Sanger sequencing), while HipSTR with 300X short 
reads detects 23 repeats for both alleles. DeepRepeat detects the two alleles with 22 
and 25 repeat counts. We also found that short-read sequencing data contain many 
reads that cannot completely span the repeat, and the short reads that do span the 
repeat have a 6 bp deletion, which may explain why HipSTR, even with 300X short 
reads, failed to detect the larger repeat allele (24 repeats). In contrast, DeepRepeat 
detected the two alleles and was consistent with the Sanger sequencing results in 
Fig. 6b. An example image in Fig. 6c shows a clear TGC repeat pattern.

HipSTR also failed to detect the CAC repeats at chr1:161,051,967–161,052,060 
(Table  1). We thus investigated the CAC repeat further: Fig.  7a clearly shows that 
there are no short reads spanning the repeat region despite that the overall cover-
age of short reads for NA12878 is 300X. In contrast, DeepRepeat is able to generate 
repeat counts for the two alleles which is consistent with the Sanger sequencing data 
(21 and 26 repeats for the two alleles). Figure 7b and an example image generated by 
DeepRepeat in Fig. 7c shows a clear CAC repeat pattern. Thus, DeepRepeat provides 

Fig. 6 The TGC repeats at chr16:73,546,662–73,546,736 and the upstream/downstream regions. a In IGV plots 
with both short‑read (upper) and long‑read (lower) sequencings. b Sanger sequencing. c An example of RGB 
images generated for this region. The boxes in yellow indicate the repeat region
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an accurate estimation of repeat counts. In Fig.  7a, there are notable indels in the 
repeat region, and these are expected: the reference genome for this region has 31 
repeats while the Sanger sequencing data shows 21 and 26 repeats for the two alleles 
in this sample (Fig. 7b).

Please also note that in these relatively short STR regions, HipSTR, RepeatHMM, and 
Tandem-genotypes can achieve better estimation on some loci, such as chr12:4,702,128–
4,702,202 and chr4:42,555,085-42,555,198 (Table 1). However, DeepRepeat achieves bet-
ter performance on long STR regions as demonstrated before.

Cross-genome evaluation of DeepRepeat for base-level repeat prediction

We next evaluated DeepRepeat for base-level repeat prediction on two whole-genome 
datasets. This evaluation is not to quantify repeat counts, but to assess if we can predict 
whether a given base is within a repeat or not. We cannot compare to other methods 
since they do not generate this type of prediction. For this analysis, we assumed that the 
labeled training data of STR loci and non-repeats in the reference genome are correct. 
Then, for each motif group, we used the DeepRepeat model trained on NA12878 to pre-
dict STR bases in HX1, or vice versa. Subsequently, we calculated precision, recall and 
F1 for each group where training data for a training group has more than 100 k training 
nucleotides. Groups with less training data are not considered since the training might 
not be enough to build a useful model. The results of repeat-nucleotide prediction are 
shown in Fig. 5c. The results show that DeepRepeat achieves a median recall of 0.878, a 
median precision of 0.856, and a median F1 of 0.868 on HX1. Also, we found a median 

Fig. 7 The CAC repeats at chr1:161,051,967–161,052,060 and the upstream/downstream regions. a In IGV 
plots with both short‑read (upper) and long‑read (lower) sequencings. b Sanger sequencing. c An example of 
RGB images generated for this region. The boxes in yellow indicate the repeat region



Page 15 of 27Fang et al. Genome Biology          (2022) 23:108  

recall of 0.861, median precision of 0.841 and median F1 of 0.842 on NA12878. For those 
genome-scale repeat regions and their flanking regions, ~ 89% nucleotides are correctly 
aligned for both HX1 and NA12878 with ~ 11% errors (including mismatches and indels 
with size less than 4 bp or the length of a repeat motif ). Long indels may be repeat expan-
sion and thus are not considered as errors. Since many sequence-based methods heavily 
relied on alignment for repeat size estimation, 89% would be their capped performance. 
The good performance of DeepRepeat demonstrates that DeepRepeat can accurately 
identify STR regions at a genome-wide scale.

Comparison of running time

Here, we investigated the running time of DeepRepeat and STRique on 33 downsampled 
HTT data as previously described, and found that DeepRepeat is tens of times faster 
than STRique: on a computing node with 24 CPU cores (Intel(R) Xeon(R) CPU E5-2680 
v3 @ 2.50GHz) and 128 GB memory, DeepRepeat used 120.6 seconds, while STRique 
used 3,624.8 seconds. Please note that both STRique and DeepRepeat process nanopore 
signals so that they are directly comparable.

In addition, we compared the running time of DeepRepeat against a sequence-based 
method RepeatHMM. RepeatHMM is chosen because it achieves the best performance 
in an independent critical assessment [46] and it is among a few methods with genome-
scale estimation function, yet many other computational tools can only handle candi-
date regions with known patterns. In our experiment, RepeatHMM uses an Univa Grid 
Engine computing cluster to process multiple jobs at the same time, while DeepRepeat is 
run on the same cluster system. The cluster system has tens of shared computing nodes, 
each of which has 24 CPU cores (Intel(R) Xeon(R) CPU E5-2680 v3 @ 2.50GHz) and 
128 GB memory. After that, the CPU time is summed for comparing RepeatHMM and 
DeepRepeat. On NA12878, DeepRepeat uses ~ 3.5 folds (~ 300 hours) of CPU running 
time more than RepeatHMM (~ 84 h), while the running time is ~ 5 fold higher on HX1 
(~ 418 h). This is to be expected, because DeepRepeat use nanopore signals as input 
while RepeatHMM takes base-called long reads as input. Nanopore signal data is tens 
of times larger than long reads: long reads on HX1 and NA12878 are about 287Gb and 
215Gb in uncompressed FASTQ format, while the nanopore signals is ~ 7 Tb in fast5 
format.

In summary, although this is not a direct comparison of running time due to various 
programming languages for implementation and two different data types, DeepRepeat is 
efficient to process signal data for a genome-scale scanning.

Discussion
In this study, we used a deep convolutional neural network to detect STRs from ionic 
signals in nanopore sequencing data by converting the STR detection problem into an 
image recognition problem, where the self-similarity of directly adjacent repeat units 
results in characteristic patterns in reconstructed images. We converted the signal dis-
tribution of repeat units into color images and then used the DeepRepeat framework to 
learn patterns of repeat images from non-repeat images. Through extensive testing on 
real data sets, DeepRepeat demonstrates excellent performance to infer STRs, especially 
very long STRs. DeepRepeat together with nanopore signal data thus provides a novel 
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method to detect STRs, addressing the challenge of high basecalling error rates on STRs 
inherent in nanopore data and the poor alignment in low-complexity regions of the 
human genome. Depending on the specific application scenarios, we believe that Deep-
Repeat can complement other repeat detection approaches that rely solely on sequence 
data and together characterize both novel and known repeats in different regions of the 
human genome from long-read whole-genome sequencing data.

In particular, we used DeepRepeat to detect long STRs for CHM13 and for 11 sam-
ples with Huntington’s disease with repeat counts ranging from 39 to 72 and found that 
DeepRepeat is powerful to detect larger repeat counts. Huntington’s disease is a well-
known disorder caused by trinucleotide (CAG) repeat expansion, and its severity and 
earlier age onset exhibit a clear association with larger repeat counts [2] (usually exceed-
ing 39 repeat counts). As nanopore technique advances, sequencing cost has been sub-
stantially decreased, and nanopore sequencing is becoming a feasible way to sequence 
a large set of patients targeting a specific region of interest for disorders such as Hun-
tington’s disease. In our testing, DeepRepeat achieves excellent performance with more 
supporting reads for larger repeat counts: this is particularly critical because in sequenc-
ing or PCR, reads with larger repeat counts are usually sequenced with less supporting 
reads than those with smaller repeat counts; more supporting reads detected by Deep-
Repeat for larger repeat counts means that DeepRepeat can use more information that 
are missed by other methods. DeepRepeat thus provides an efficient and effective way to 
analyze a large set of nanopore sequencing data for disease identification and risk pre-
diction. Moreover, users can extend well-trained DeepRepeat model with more training 
on their own data set for a specific repeat locus to achieve improved detection rate. This 
is critically useful for a large-scale study of certain expansion disorders such as Hunting-
ton’s disease.

We also wish to discuss the differences of nanopore sequencing with competing 
approaches for repeat quantification. For telomeric repeats, qPCR-based methods are 
among the most widely used approaches; however, they cannot distinguish telomeric 
repeats from different chromosomes and thus the quantification is an average repeat 
count of all telomeres. DeepRepeat can detect the repeat count of each telomere, based 
on the mapping of nanopore reads. The cons are that nanopore sequencing has much 
higher cost than traditional qPCR methods, and  it is difficult to perform amplicon-
based or capture-based nanopore sequencing for telomeric regions, and that it requires 
more computational resources for data analysis on whole-genome data. The tradi-
tional method for Huntington’s disease repeat quantification is PCR-based fragment 
analysis. Long-read sequencing has the advantage of high throughput. In our internal 
experiments, we can multiplex and sequence 500 HD samples per MinION flow cell, 
by using barcoded primers and high-fidelity long-range PCR. The PCR product can be 
several kb. In addition, we can call haplotyped genetic variants from long reads, includ-
ing repeat expansions and SNPs. This has strong clinical implications since understand-
ing the haplotype structure of a repeat region allows design of allele-specific therapeutic 
approaches. Traditional methods such as Sanger sequencing cannot provide haplotype 
information because they can only assay a 500–1000 bp region, despite higher accuracy 
in SNP and indel detection.
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In this study, we provide different well-trained repeat models according to the 
length of the repeat motifs and the motif groups. DeepRepeat will automatically 
chooses the model according to the input repeat motif. In the future, a generic Deep-
Repeat model may be generated for all possible STR motifs, since DeepRepeat is 
based on self-similarity of neighborhood signals. However, suitable training datasets 
are needed. Right now, we generated training data from NA12878 and HX1 according 
to GRCh38, but the occurrence instances of different motifs are highly unbalanced, 
and longer STR motifs have much less occurrences. Thus, it is not straightforward to 
have a balanced dataset to train a generic model, yet motif-specific trained models are 
used in the current study.

We also recognize that DeepRepeat has several limitations. DeepRepeat is a super-
vised deep learning method and requires a large amount of labeled training data. Here, 
we generated training data according to perfect STR regions in the whole genome of 
GRCh38. However, with larger STR motifs, there are fewer STR regions in whole-
genome data for training. As such, we have provided well-trained DeepRepeat models 
for STR detection with repeat unit size up to 6 bp. According to the input motif, a proper 
well-trained DeepRepeat model is automatically selected; but users might need to train 
a DeepRepeat model if the repeat motif of interest (for example, > 6 bp repeat motifs) is 
not provided here. A second limitation is that DeepRepeat is based on nanopore data, 
and it may not accurately identify mono-nucleotide repeats (homopolymers) such as 
mono-A/C/T/G repeats. Furthermore, DeepRepeat is trained to identify STR regions 
based on self-similarity in a local window. If two STR regions are separated by a few bp, 
DeepRepeat may call them as a single rather than two separate STR regions. Similarly, 
DeepRepeat is not designed to detect mutations or extensive polymorphisms in STR 
regions. Additionally, DNA modifications such as base methylations may alter nanop-
ore signals. Nonetheless, the limitations of DeepRepeat noted here may be overcome as 
more and more nanopore data become available.

Conclusions
DeepRepeat is a novel computational method to detect STRs from nanopore sequencing 
data through direct analysis of electric signals rather than basecalled reads. In particular, 
DeepRepeat allows the analysis of STRs within or close to very low-complexity genomic 
regions, such as telomeric regions, where other methods fail or have poor performance. 
Additionally, DeepRepeat uses more long reads on STRs that are unusable by other algo-
rithms, partially due to high basecalling errors in STR regions. This is important for 
pathogenic or likely pathogenic STR alleles because these alleles are usually longer and 
have fewer supporting long reads in sequencing data. Finally, the idea of converting sig-
nals to images in DeepRepeat provides an intriguing solution for many signal processing 
problems encountered in genomics settings with a deep learning framework.
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Methods
In this section, we discuss several types of data used in the study (STR regions, nano-
pore long-read data and short-read data), the framework of DeepRepeat, the methods 
to train and test DeepRepeat, the process of obtaining STR identification in CHM13, 
and wet-lab validation of several STRs.

STR regions used in DeepRepeat

Whole genome STR regions for genome‑scale DeepRepeat models

To obtain enough STR regions for training DeepRepeat models, whole genome STR 
regions defined by TRF (tandem repeat finder [47]) were downloaded from UCSC 
genome browser [43]. In the original file, there were 432,604 repeat records in GRCh38 
with various repeat motifs. However, these repeat records cannot directly be used for 
training or testing, because many of these repeat records substantially overlapped 
with different repeat units or were not exact repeat regions. Thus, the repeat records 
were refined by (i) using semi-global alignment to align repeat records in the original 
file against a simple repeat sequence of the similar length and (ii) obtaining matched 
STR regions which were 3+ times longer than repeat units (or 12+ bases long for dinu-
cleotides). Matched STR regions with small unmatched gaps were merged for a sin-
gle STR region. As a result, 280,343 STR regions were obtained for training or testing 
DeepRepeat.

Manually curated STR loci in GRCh38 to test DeepRepeat for estimating repeat counts

To evaluate DeepRepeat, 57 STR loci were manually curated, including 2 di-nucleotide 
repeat, 20 tri-nucleotide repeats, 33 tetra-nucleotide repeats, and 2 penta-nucleotide 
repeats. The detail is given in Additional file 1: Table S4. Those STRs are associated with 
many neurological disorders or used for forensic analysis. The repeat start position and 
end positions of repeats in GRCh38 were manually checked for further analysis.

Sequencing data for training and testing DeepRepeat

Nanopore data of the HTT gene from Huntington samples

To test DeepRepeat on pathogenic STR alleles, the HTT region on 11 samples with 
Huntington diseases and NA12878 (control) were sequenced on a nanopore GridION 
sequencer using the following process: We used a high-fidelity PCR enzyme (PrimeS-
TAR GXL DNA Polymerase, TaKaRa) to amplify the region flanking the CAG repeat 
region in the HTT gene. The amplicon region was chr4:3069608-3075517 (GRCh38 
coordinates). The forward primer was AAA ACG AGG GTT GTC AAA GAC CCC A, and 
the reverse primer was GAG GGA AGT GGC ACT GAG CAA ATC T. For each sample, 
a unique 16 bp barcode was added to the 5′-end of each forward and reverse primer. 
The PCR condition was 98 °C for 10 s, 68 °C for 10 min, 30 cycles (2-step PCR). The PCR 
products were pooled and purified using AMPure XP beads. The library was prepared 
using the ligation sequencing kit (SQK-LSK108, Oxford Nanopore sequencing) accord-
ing to the manufacturer’s instructions. The library was sequenced in the FLO-MIN106 
(R9.4) flow cell in the GridION Nanopore sequencer. Briefly, 2.0 μg pooled and purified 
PCR products were used as the input DNA of each library. End repair and dA-tailing was 
performed using NEBNext Ultra II End Repair/dA-tailing Module (catalog No. E7546). 
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In all, 7 μl Ultra II End-Prep buffer, 3 μl Ultra II End-Prep enzyme mix were added to 
the input DNA. The total volume was adjusted to 60 μl by adding nuclease-free water 
(NFW). The mixture was incubated at 20 °C for 5 min and 65 °C for 5 min. A 1 × vol-
ume (60 μl) AMPure XP clean-up was performed and the DNA was eluted in 31 μl NFW. 
One microliter of the eluted dA-tailed DNA was quantified using the Qubit fluorometer. 
A total of ≥ 1.0 μg DNA should be retained if the process was successful. Adaptor liga-
tion was performed using the following steps. Twenty microliter Adaptor Mix (ONT, 
SQK-LSK108 Ligation Sequencing Kit) and 50 μl NEB Blunt/TA Master Mix (NEB, cata-
log No. M0367) were added to the 30 μl dA-tailed DNA. The mixture was incubated at 
room temperature for 10 min. The adaptor-ligated DNA was cleaned up using 40 μl of 
AMPure XP beads. The mixture of DNA and AMPure XP beads was incubated for 5 min 
at room temperature and the pellet was washed twice by 140 μl ABB (SQK-LSK108). The 
purified-ligated DNA was resuspended in 15.5 μl ELB (SQK-LSK108). A 1-μl aliquot was 
quantified by fluorometry (Qubit) to ensure ≥ 500 ng DNA was retained. The final library 
was prepared by mixing 35.0 μl RBF (SQK-LSK108), 25.5 μl LBB (SQK-LSK108), and 
14.5 μl purified-ligated DNA. The library was loaded to R9.4 flow cells (FLO-MIN106, 
ONT) according to the manufacturer’s guidelines. GridION sequencing was performed 
using default settings for the R9.4 flow cell and SQK-LSK108 library preparation kit. The 
sequencing was controlled and monitored using the MinKNOW software developed by 
the manufacturer. In total, 5.24 Gb data was generated.

Then, Albacore v2.3.1 was used to conduct basecalling with events, which was 
required by DeepRepeat (note that while the Albacore software is obsolete for basecall-
ing, we only used it to infer an event table, and we did not use basecalled sequences). 
After demultiplexing, the long reads were downsampled for each sample. As a result, 
there were ~4000 long reads for eight samples, ~ 2800 long reads for one sample, ~ 2400 
long reads for two samples, and ~2000 long reads for one sample. The majority of long 
reads had ~ 6000 bp as expected. The CAG repeat counts for each sample were provided 
in [48] where the repeat counts for 12 samples ranged from 17 to 72.

Nanopore data for GGG GCC  repeats

Giesselmann et al. recently published a nanopore data set on synthetic DNA molecules 
with GGG GCC  repeats [37] after polymerase chain reaction (PCR). Among them, 5 
synthetic DNA had enough reliable data with 8, 32, 50, 56, and 76 GGG GCC  repeats, 
respectively. The nanopore data for these synthetic DNA was basecalled with event 
information using Albacore version 2.3.1. DeepRepeat used the event information, but 
not basecalled sequences for repeat detection.

Whole genome nanopore data

Two published nanopore data of human DNA genome, NA12878 and HX1, were used 
in training and testing DeepRepeat. The fast5 files in the two genomes were downloaded 
from https:// github. com/ nanop ore- wgs- conso rtium/ NA128 78/ blob/ master/ Genome. 
md and PRJNA533926 at NCBI and basecalled with Albacore version 2.3.1 with event 
information. Then, there were 12,743,232 passed long reads for NA12878 with ~38X 
coverage and 11,210,579 passed long reads for HX1 with 51X coverage.

https://github.com/nanopore-wgs-consortium/NA12878/blob/master/Genome.md
https://github.com/nanopore-wgs-consortium/NA12878/blob/master/Genome.md
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Short reads data to infer benchmark repeat counts for evaluating DeepRepeat

High-coverage short-read data of NA12878 and HX1 were used to infer repeat counts 
of manually curated STR loci for evaluating DeepRepeat. For NA12878, a BAM file of 
~300X coverage of 150 bp HiSeq2500 short reads data was downloaded from NIST, and 
for HX1, the short reads data published in [49] were used with ~ 1.42 million paired 
reads and ~142X coverage of ~ 429 Gigabases. The short reads of HX1 were aligned with 
GRCh38 using minimap2 [41] with the parameters for paired short reads. HipSTR [26] 
was used to detect repeat counts of manually curated STRs in both NA12878 and HX1 
with the minimum support reads of 10. Since short-read sequencing has less than 0.5% 
error rates, it is expected that the repeat counts of STR regions are accurate for testing 
DeepRepeat on long reads data.

DeepRepeat framework

DeepRepeat is a STR detection tool using a deep convolutional neutral network on 
nanopore signals. The input is a reference genome, an aligned bam file and fast5 files 
with basecalled events; the output is a repeat count distribution for an individual. In 
DeepRepeat, there are several steps: converting nanopore signals to image representa-
tion, classifying repeats and non-repeats with a deep learning framework, and quantify-
ing repeat counts for long reads with peak calling for an individual.

Image conversion

In DeepRepeat, events together with signals in fast5 files for each long read were used to 
generate image representation. Usually, each event, anchored to a nucleotide, was asso-
ciated with a series of signals. Before the conversion, raw signals were first normalized 
for each long read using the method in reference [50]. The range of normalized signals 
is from − 5 to 5. After that, the normalized signals were discretized into 50 non-over-
lapped bins with bin step equal to 0.2, and the 50-bin vector of signals was used to rep-
resent each event: the value in a bin was the fraction of the number of signals falling 
into that bin over the number of signals of the event, and the fraction was normalized 
with the range from 0 to 255, similar to value range in color images. Then, given a repeat 
unit of the length equal to R, each nucleotide in the repeat unit can be represented by a 
50-bin vector, and R vectors were consecutively stacked to generate a black-white image 
with 50 as height and R as width.

In a L-base long read of n0, n1, ⋯, nj − R, nj − R + 1, ⋯, nj, nj + 1, ⋯, nj + R, nj + R + 1,⋯nj + 2R, 
⋯, nL, any black-white image of a R-mer at nj and its upstream/downstream of images at 
nj − R and nj + R were considered as three channel of a color image. With this representa-
tion, if the three directly adjacent R-mers are repeats, it is expected that the non-zero 
values of the three channels in an image are at the same position in the color image. 
In an ideal case, the color image of three consecutive repeat units would only have R 
white dots, where the three channels all have 255 at the R positions and 0 at all other 
positions in repeat images (similar to what is shown in the left of Fig. 1). Impurities in 
the repeat unit (imperfect tandem repeats) can still be represented as a white line with 
some noises, such as gray dots within white dots. In contrast, images which are gener-
ated from non-repeat regions would have much less non-overlapped non-zero values for 
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any two channels, and thus different colors are randomly dispersed in images (as shown 
in the left of Fig. 1.).

Deep learning classification

After converting signals into color images with three channels, the next step was to 
design a deep convolutional neural network (CNN) to learn the patterns in images from 
repeat regions against images from non-repeat regions. CNN is regularized multilayer 
perception network where hierarchical local patterns in images are learned from origi-
nal images with several convolutions/pooling layers. A neuron in a convolutional layer 
learns knowledge only from a restricted region in the previous layer rather than all 
regions in the previous layer to avoid significant overfitting. As multiple convolutional/
pooling layers are used, more abstract local patterns with a larger region are learned, and 
are used as input of a fully connected network, possibly with another full connection 
hidden layer, for final prediction. CNN has been successfully applied in image recog-
nition and classification [51], and natural language processing [52], and achieved great 
improvement to reduce the classification errors [51, 52].

In DeepRepeat, two hidden convolutional and pooling layers were used with 32 4X1 
filters and 64 3X1, respectively, as shown in Fig. 1. The convolutional and pooling layer 
transformed the images’ size from 50X R with 3 channels, to 25X R with 32 depth, and 
then to 13x R with 64 depth. The 3-dimension data was flattened to form a vector with 
832* R values for the input of a full connection network where the hidden layer had 512 
neurons and the final output had 4 possibilities: “not in a repeat,” “in a repeat,” “deletion 
in a repeat,” or “insertion in a repeat.” For example, as shown in Fig. 1, for a repeat motif 
with 3 bp, the first convolutional and pooling layer led to 25X3X32 matrices, while the 
second layer led to 13X3X64; after flattening, the fully connection network had 2496 val-
ues for the first layer and 512 for the second layer and then generated 4 possibilities. In 
the training process of DeepRepeat, the Adam optimizer algorithm [53] was used based 
on the loss function of softmax cross entropy between the prediction and the bench-
mark labels of each base.

Repeat count quantification

With a well-trained DeepRepeat model, STR prediction was made on all nucleotides in 
each long read, or only on those bases in long reads which were aligned against refer-
ence regions of interest. For the latter case, all fastq sequences of a set of fast5 files were 
aligned against GRCh38 using minimap2 [41] with the parameters for nanopore long 
reads. Then, for each long read aligned against a region of interest, consecutive STR pre-
diction was predicted, and any of the consecutive STR regions were merged if the length 
of the STR regions is 3 times longer than the length of repeat units and if the distance 
between two close STR regions was shorter than the length of repeat units. The length 
of merged STR regions was divided by the length of repeat units to get the repeat count 
in this long read. In a similar way, repeat counts were estimated for all long reads aligned 
with the region of interest, and a histogram of repeat counts was generated where the 
entry was the repeat count and the entry’s value was the times of this repeat count 
detected in all long reads aligned against the region of interest.
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With the assumption that each repeat count of true alleles followed a Gaussian dis-
tribution in the histogram of repeat count, Gaussian mixture model implemented in 
scikit-learn was used to call the peak for the repeat region of interest. To do that, each of 
different Gaussian components (ranging from 3 to 7) was evaluated in Gaussian mixture 
model 20 times, and a model was selected with the best Akaike information criterion. 
After that, the peaks were called with more supporting reads (this process was similar to 
the peak calling process in our previous work of RepeatHMM [29]). The output would 
be one repeat count number for homogeneous alleles and two repeat count numbers 
for heterogeneous alleles. If the data for a sample had low coverage, users are advised 
to check the histogram for repeat count inference rather than using Gaussian mixture 
model, since Gaussian mixture model requires enough data for accurate inference.

Training and testing

Labeling converted images

After converting signals to color images, a critical issue in training DeepRepeat was to 
obtain a larger set of labeled instances of images for repeat regions and for non-repeat 
regions. Given a set of nanopore data and a list of STR regions of interest, the general 
process below was used to assign label (“in repeat” or “not in repeat” or “a deletion in 
repeat” or “an insertion in repeat”) to images. After fastq sequences of long reads were 
aligned with a reference genome (GRCh38 in this study), (i) if a nucleotide was aligned 
with any base in any repeat region, “in repeat” was assigned to the image centered at 
the nucleotide in the long read; (ii) if a nucleotide was a 1-bp insertion (deletion) in 
repeat regions, “an insertion in repeat” (“a deletion in repeat”) was assigned to the image 
centered at the nucleotide in the long read; (iii) if a nucleotide was clipped or inserted 
(larger insertions) starting at STR regions or aligned with STR regions which were not of 
interest, images are constructed without no label (not used for training or testing); and 
(vi) for other nucleotide in the long reads which are not aligned with any STR regions, 
images are constructed with the labels “not in repeat.” By default, nucleotides were con-
sidered if they are 1.5* M bp away from all STR regions of interest where M is the length 
of a STR region.

Motif groups for training DeepRepeat models

In DeepRepeat, STR motifs of repeat units are usually considered as a group rather than 
individually. This is because a STR region has different repeat motifs. For example, in a 
repeat template region “CAG CAGC AGCA G,” all three STR motifs “CAG,” “AGC,” and 
“GCA” occur; at the same time, for the complementary repeat region “CTG CTGCT GCT 
G,” all three STR motifs “CTG,” “TGC,” and “GCT” occur. Thus, the 6 STR motifs can be 
considered together as a group to have a single DeepRepeat training model. The smaller 
motif in an alphabetic order (AGC) was used to represent this motif group. There were 
two more advantages for this grouping strategy: more instances were available for train-
ing a DeepRepeat mode, and less well-trained DeepRepeat models were generated.

Using the grouping strategy above, there are several different motif groups for repeat 
units with various lengths. For example, for trinucleotide repeats, there are 60 possibili-
ties (“AAA,” “CCC,” “TTT,” and “GGG” are not considered since they are mononucle-
otide repeats). The 60 possibilities can be categorized into 10 groups, and each group 
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has 6 repeat motifs. The similar group strategy was used for dinucleotide repeats, tetra-
nucleotide repeats, and penta-nucleotide repeats.

Training and testing process

The process for training and independently testing DeepRepeat was described below. (1) 
To test DeepRepeat on the HTT alleles of 11 samples with Huntington’s diseases and of 
NA12878, DeepRepeat was trained with 200 epochs on our in-house larger datasets of 
Huntington’s diseases for CAG repeats in the HTT gene in GRCh38. Estimated repeat 
counts by DeepRepeat was compared to true repeat counts to see the repeat count esti-
mation performance of different methods. The true repeat counts for the 12 samples 
were obtained from [48]. (2) On the published nanopore data of GGG GCC  repeat, since 
the sequences were synthetically generated, the data of the 3 sequences with the shorter 
repeat regions (8, 32, and 50 GGG GCC  repeats) were used to train DeepRepeat, and 
the 2 sequences with longer repeat regions were used to test DeepRepeat. Please note 
that there were only 3 GGG GCC  repeats in the reference sequence, and many inserted 
repeats were not used in training process for the 3 sequences; thus, the training instances 
were not large enough. (3) To test DeepRepeat on 57 manually curated STR loci and 
whole genome STRs for repeat nucleotide prediction, DeepRepeat was evaluated on 
the whole genome STRs under a cross-genome independent testing strategy: DeepRe-
peat was trained on NA12878 and tested on HX1, or vice versa. Since the whole genome 
STRs had different lengths of repeat units, DeepRepeat was trained for each motif 
group. For each motif group on a training data, at most 100 randomly selected repeats 
were used for each chromosome, when the size of training instances was much larger. 
In the training process, training instances were split into different batches with batch 
size of 512. To consider unbalanced instances of repeat images and non-repeat images, 
non-repeat images were split into different groups and each group had the similar size of 
repeat images. The learning rate was set to 0.005 at the first n iterations, to 0.001 before 
n*10 iterations, to 0.0005 before n ∗ 100 iterations and to 0.0001 after n*100 iterations. 
n usually was set to 5, but to 1 for some motif groups. The training stopped after 500 
epochs. In the cross-genome independent testing, a well-trained DeepRepeat model for 
a motif group on a genome was used to make repeat prediction on the other genome. In 
the evaluation of repeat-nucleotide performance for whole genome STRs, only labeled 
repeat and non-repeat were used, since the alignment of matched bases was believed to 
be accurate. For 57 manually curated STRs, the estimated repeat counts were compared 
against repeat counts calculated from high-coverage short-read data. Given 0.05% error 
rate of high-coverage short-read data and the shorter repeat regions of the 57 STRs, the 
repeat count inference from short-read data would be good enough as benchmark to 
evaluate repeat count estimation by DeepRepeat.

Quantification of telomere repeats in CHM13

We downloaded 30X nanopore raw signal data (fast5 files) from the GitHub repository 
of the Telomere-to-telomere consortium (https:// github. com/ marbl/ CHM13). The fast5 
files were basecalled using Albacore v2.3.4, and the basecalled reads were aligned to the 
CHM13 v1.1 assembly using minimap2. After removing secondary and supplementary 
alignments, we used DeepRepeat to quantify telomere repeat length by supplying the 

https://github.com/marbl/CHM13
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fast5 files and the bam file. Of note, Albacore was only used to infer event tables (Guppy 
v5 cannot generate event tables), and we did not use basecalled sequence for repeat 
detection.

Detection of long STRs in CHM13

To obtain long STR regions to evaluate DeepRepeat, we run TRF to find tandem 
repeats from CHM13 v1.1 assembly sequence and required that the length of repeat 
units<=6 bp, length of repeat regions > 200 bp, and similarity between repeat copies 
> 85%. After that, we further removed STR regions that were within a 500 of another 
STR because many adjacent STRs have similar repeat motifs and it is hard to tell if they 
should be merged or not. In the final list, we have 439 long STR regions (Additional 
file 2: Table S1). We used the CHM13 v1.1 assembly as the reference genome and per-
formed repeat detection using DeepRepeat, RepeatHMM and STRique.

Validation of the STR loci in the NA12878 sample

To further evaluate DeepRepeat, nine  STR loci were selected to conduct Sanger 
sequencing on NA12878. We designed PCR primers within ~ 400 bp of a STR region of 
interest and then used a high-fidelity PCR enzyme (PrimeSTAR GXL DNA Polymerase, 
TaKaRa) to amplify each of the target selected STR regions. The PCR products were 
purified using AMPure XP beads and sequenced by Sanger sequencing. The STRs were 
validated by counting the numbers of repeat units in the Sanger sequencing results.

Supplementary Information
The online version contains supplementary material available at https:// doi. org/ 10. 1186/ s13059‑ 022‑ 02670‑6.

Additional file 1. Figures S1‑S7 and Tables S2‑S4.

Additional file 2: Table S1. STR regions in CHM13 for evaluation.

Additional file 3: Table S5. Sequencing error statistics of the G4C2 repeat region.

Additional file 4. Review history.

Acknowledgements
The authors would like to thank members of the Wang lab for valuable comments and feedback. We would like to thank 
Dr. Yunyun Zhou for proofreading.

Peer review information
Andrew Cosgrove was the primary editor of this article and managed its editorial process and peer review in collabora‑
tion with the rest of the editorial team.

Review history
The review history is available as Additional file 4.

Authors’ contributions
LF conducted Oxford Nanopore and Sanger sequencing to verify selected repeats, and performed telomere repeat 
quantification and benchmarked repeat detection on the CHM13 assembly, drafted the manuscript, and revised the 
manuscript. QL designed and developed the computational method, conducted all other data analysis and drafted 
the manuscript. AM, PG, and BD prepared cell lines, provided DNA samples, advised on the studies, and revised the 
manuscript. KW advised on the study and model design and guided the development and evaluation. All authors read, 
revised, and approved the manuscript.

Funding
This study is in part supported by NIH/NIGMS grant GM132713 to KW.

Availability of data and materials
The sequencing data of the HTT region for 11 cell lines with Huntington diseases and NA12878 is available at the NCBI 
Sequence Read Archive (SRA) under the study PRJNA678742 [54].

https://doi.org/10.1186/s13059-022-02670-6


Page 25 of 27Fang et al. Genome Biology          (2022) 23:108  

DeepRepeat is under GPL v3.0 license and is publicly available on GitHub (https:// github. com/ WGLab/ DeepR epeat) [55], 
and the version used in this study is available at Zenodo (https:// doi. org/ 10. 5281/ zenodo. 58802 45). A detailed descrip‑
tion of installing/running DeepRepeat and reproducible pipelines/datasets has also been documented in the GitHub 
repository.

Declarations

Ethics approval and consent to participate
The HD cell lines used in this study were obtained from Coriell Institute for Medical Research cell repository. Patient 
consent was obtained before the cell lines were deposited into the repository [56]. The study used de‑identified cell 
lines, and the institutional review committee of CHOP approved the study. The experimental methods comply with the 
Helsinki Declaration.

Competing interests
PG is currently a full time employee of Spark Therapeutics, a subsidiary of Roche.

Author details
1 Raymond G. Perelman Center for Cellular and Molecular Therapeutics, Children’s Hospital of Philadelphia, Philadelphia, 
PA 19104, USA. 2 School of Life Sciences, College of Science, University of Nevada, Las Vegas, 4505 S Maryland Pkwy, Las 
Vegas, NV 89154, USA. 3 Nevada Institute of Personalized Medicine, College of Science, University of Nevada, Las Vegas, 
4505 S Maryland Pkwy, Las Vegas, NV 89154, USA. 4 Department of Pathology and Laboratory Medicine, Perelman School 
of Medicine, University of Pennsylvania, Philadelphia, PA 19104, USA. 

Received: 4 October 2021   Accepted: 8 April 2022

References
 1. Lander ES, Linton LM, Birren B, Nusbaum C, Zody MC, Baldwin J, et al. Initial sequencing and analysis of the human 

genome. Nature. 2001;409:860–921.
 2. MacDonald ME, Ambrose CM, Duyao MP, Myers RH, Lin C, Srinidhi L, et al. A novel gene containing a trinucleotide 

repeat that is expanded and unstable on Huntington’s disease chromosomes. Cell. 1993;72:971–83.
 3. Orr HT, Chung MY, Banfi S, Kwiatkowski TJ Jr, Servadio A, Beaudet AL, et al. Expansion of an unstable trinucleotide 

CAG repeat in spinocerebellar ataxia type 1. Nat Genet. 1993;4:221–6.
 4. Kremer EJ, Pritchard M, Lynch M, Yu S, Holman K, Baker E, et al. Mapping of DNA instability at the fragile X to a trinu‑

cleotide repeat sequence p(CCG)n. Science. 1991;252:1711–4.
 5. Cossee M, Schmitt M, Campuzano V, Reutenauer L, Moutou C, Mandel JL, et al. Evolution of the Friedreich’s ataxia 

trinucleotide repeat expansion: founder effect and premutations. Proc Natl Acad Sci U S A. 1997;94:7452–7.
 6. Paulson H. Repeat expansion diseases. Handb Clin Neurol. 2018;147:105–23.
 7. Zhao X‑N, Usdin K. The repeat expansion diseases: the dark side of DNA repair. DNA repair. 2015;32:96–105.
 8. La Spada AR, Taylor JP. Repeat expansion disease: progress and puzzles in disease pathogenesis. Nat Rev Genetics. 

2010;11:247–58.
 9. Sone J, Mitsuhashi S, Fujita A, Mizuguchi T, Hamanaka K, Mori K, et al. Long‑read sequencing identifies GGC repeat 

expansions in NOTCH2NLC associated with neuronal intranuclear inclusion disease. Nat Genet. 2019;51:1215–21.
 10. Zeng S, Zhang MY, Wang XJ, Hu ZM, Li JC, Li N, et al. Long‑read sequencing identified intronic repeat expansions 

in SAMD12 from Chinese pedigrees affected with familial cortical myoclonic tremor with epilepsy. J Med Genet. 
2019;56:265–70.

 11. Tian Y, Wang JL, Huang W, Zeng S, Jiao B, Liu Z, et al. Expansion of human‑specific GGC repeat in neuronal intranu‑
clear inclusion disease‑related disorders. Am J Hum Genet. 2019;105:166–76.

 12. Ebbert MTW, Farrugia SL, Sens JP, Jansen‑West K, Gendron TF, Prudencio M, et al. Long‑read sequencing across the 
C9orf72 ‘GGG GCC ’ repeat expansion: implications for clinical use and genetic discovery efforts in human disease. 
Mol Neurodegener. 2018;13:46.

 13. Seixas AI, Loureiro JR, Costa C, Ordóñez‑Ugalde A, Marcelino H, Oliveira CL, et al. A pentanucleotide ATTTC repeat 
insertion in the non‑coding region of DAB1, mapping to SCA37, causes spinocerebellar ataxia. Am J Hum Genet. 
2017;101:87–103.

 14. Song JHT, Lowe CB, Kingsley DM. Characterization of a human‑specific tandem repeat associated with bipolar 
disorder and schizophrenia. Am J Hum Genet. 2018;103:421–30.

 15. Ishiura H, Doi K, Mitsui J, Yoshimura J, Matsukawa MK, Fujiyama A, et al. Expansions of intronic TTTCA and TTTTA 
repeats in benign adult familial myoclonic epilepsy. Nat Genet. 2018;50:581–90.

 16. Cen Z, Jiang Z, Chen Y, Zheng X, Xie F, Yang X, et al. Intronic pentanucleotide TTTCA repeat insertion in the SAMD12 
gene causes familial cortical myoclonic tremor with epilepsy type 1. Brain. 2018;141:2280–8.

 17. Mizuguchi T, Toyota T, Adachi H, Miyake N, Matsumoto N, Miyatake S. Detecting a long insertion variant in SAMD12 
by SMRT sequencing: implications of long‑read whole‑genome sequencing for repeat expansion diseases. J Hum 
Genet. 2019;64:191–7.

 18. Cortese A, Simone R, Sullivan R, Vandrovcova J, Tariq H, Yau WY, et al. Biallelic expansion of an intronic repeat in RFC1 
is a common cause of late‑onset ataxia. Nat Genet. 2019;51:649–58.

 19. Rafehi H, Szmulewicz DJ, Bennett MF, Sobreira NLM, Pope K, Smith KR, et al. Bioinformatics‑based identification 
of expanded repeats: a non‑reference intronic pentamer expansion in RFC1 causes CANVAS. Am J Hum Genet. 
2019;105:151–65.

https://github.com/WGLab/DeepRepeat%20
https://doi.org/10.5281/zenodo.5880245


Page 26 of 27Fang et al. Genome Biology          (2022) 23:108 

 20. Gijselinck I, Van Mossevelde S, van der Zee J, Sieben A, Engelborghs S, De Bleecker J, et al. The C9orf72 repeat size 
correlates with onset age of disease, DNA methylation and transcriptional downregulation of the promoter. Mol 
Psychiatry. 2016;21:1112–24.

 21. Langbehn DR, Brinkman RR, Falush D, Paulsen JS, Hayden MR. A new model for prediction of the age of onset and 
penetrance for Huntington’s disease based on CAG length. Clin Genet. 2004;65:267–77.

 22. Gymrek M, Golan D, Rosset S, Erlich Y. lobSTR: a short tandem repeat profiler for personal genomes. Genome Res. 
2012;22:1154–62.

 23. Highnam G, Franck C, Martin A, Stephens C, Puthige A, Mittelman D. Accurate human microsatellite genotypes from 
high‑throughput resequencing data using informed error profiles. Nucleic Acids Res. 2013;41:e32.

 24. Cao MD, Tasker E, Willadsen K, Imelfort M, Vishwanathan S, Sureshkumar S, et al. Inferring short tandem repeat varia‑
tion from paired‑end short reads. Nucleic Acids Res. 2014;42:e16.

 25. Tang H, Kirkness EF, Lippert C, Biggs WH, Fabani M, Guzman E, et al. Profiling of short‑tandem‑repeat disease alleles 
in 12,632 human whole genomes. Am J Hum Genet. 2017;101:700–15.

 26. Willems T, Zielinski D, Yuan J, Gordon A, Gymrek M, Erlich Y. Genome‑wide profiling of heritable and de novo STR 
variations. Nat Methods. 2017;14:590–2.

 27. Dolzhenko E, van Vugt J, Shaw RJ, Bekritsky MA, van Blitterswijk M, Narzisi G, et al. Detection of long repeat expan‑
sions from PCR‑free whole‑genome sequence data. Genome Res. 2017;27:1895–903.

 28. Dashnow H, Lek M, Phipson B, Halman A, Sadedin S, Lonsdale A, et al. STRetch: detecting and discovering patho‑
genic short tandem repeat expansions. Genome Biol. 2018;19:121.

 29. Liu Q, Zhang P, Wang D, Gu W, Wang K. Interrogating the “unsequenceable” genomic trinucleotide repeat disorders 
by long‑read sequencing. Genome Med. 2017;9:65.

 30. Mitsuhashi S, Frith MC, Mizuguchi T, Miyatake S, Toyota T, Adachi H, et al. Tandem‑genotypes: robust detection of 
tandem repeat expansions from long DNA reads. Genome Biol. 2019;20:58.

 31. Guo R, Li YR, He S, Ou‑Yang L, Sun Y, Zhu Z. RepLong: de novo repeat identification using long read sequencing 
data. Bioinformatics. 2018;34:1099–107.

 32. Bolognini D, Magi A, Benes V, Korbel JO, Rausch T. TRiCoLOR: tandem repeat profiling using whole‑genome long‑
read sequencing data. Gigascience. 2020;9(10):giaa101.

 33. Ameur A, Kloosterman WP, Hestand MS. Single‑molecule sequencing: towards clinical applications. Trends Biotech‑
nol. 2019;37:72–85.

 34. Li C, Chng KR, Boey EJ, Ng AH, Wilm A, Nagarajan N. INC‑Seq: accurate single molecule reads using nanopore 
sequencing. Gigascience. 2016;5:34.

 35. Karst SM, Ziels RM, Kirkegaard RH, Sørensen EA, McDonald D, Zhu Q, et al. High‑accuracy long‑read amplicon 
sequences using unique molecular identifiers with Nanopore or PacBio sequencing. Nat Methods. 2021;18:165–9.

 36. De Roeck A, De Coster W, Bossaerts L, Cacace R, De Pooter T, Van Dongen J, et al. NanoSatellite: accurate charac‑
terization of expanded tandem repeat length and sequence through whole genome long‑read sequencing on 
PromethION. Genome Biol. 2019;20:239.

 37. Giesselmann P, Brandl B, Raimondeau E, Bowen R, Rohrandt C, Tandon R, et al. Analysis of short tandem repeat 
expansions and their methylation state with nanopore sequencing. Nat Biotechnol. 2019;37:1478–81.

 38. Müller CA, Boemo MA, Spingardi P, Kessler BM, Kriaucionis S, Simpson JT, et al. Capturing the dynamics of genome 
replication on individual ultra‑long nanopore sequence reads. Nat Methods. 2019;16:429–36.

 39. Simpson JT, Workman RE, Zuzarte PC, David M, Dursi LJ, Timp W. Detecting DNA cytosine methylation using nanop‑
ore sequencing. Nat Methods. 2017;14:407–10.

 40. Rand AC, Jain M, Eizenga JM, Musselman‑Brown A, Olsen HE, Akeson M, et al. Mapping DNA methylation with high‑
throughput nanopore sequencing. Nat Methods. 2017;14:411–3.

 41. Li H. Minimap2: pairwise alignment for nucleotide sequences. Bioinformatics. 2018;34:3094–100.
 42. Nurk S, Koren S, Rhie A, Rautiainen M, Bzikadze AV, Mikheenko A, et al. The complete sequence of a human genome. 

Science. 2022;376(6588):44–53.
 43. Kent WJ, Sugnet CW, Furey TS, Roskin KM, Pringle TH, Zahler AM, et al. The human genome browser at UCSC. 

Genome Res. 2002;12:996–1006.
 44. Jain M, Koren S, Miga KH, Quick J, Rand AC, Sasani TA, et al. Nanopore sequencing and assembly of a human 

genome with ultra‑long reads. Nat Biotechnol. 2018;36:338–45.
 45. Liu Q, Fang L, Yu G, Wang D, Xiao CL, Wang K. Detection of DNA base modifications by deep recurrent neural net‑

work on Oxford Nanopore sequencing data. Nat Commun. 2019;10:2449.
 46. Chiara M, Zambelli F, Picardi E, Horner DS, Pesole G. Critical assessment of bioinformatics methods for the characteri‑

zation of pathological repeat expansions with single‑molecule sequencing data. Brief Bioinform. 2020;21:1971–86.
 47. Benson G. Tandem repeats finder: a program to analyze DNA sequences. Nucleic Acids Res. 1999;27:573–80.
 48. Monteys AM, Ebanks SA, Keiser MS, Davidson BL. CRISPR/Cas9 editing of the mutant huntingtin allele in vitro and 

in vivo. Mol Ther. 2017;25:12–23.
 49. Shi L, Guo Y, Dong C, Huddleston J, Yang H, Han X, et al. Long‑read sequencing and de novo assembly of a Chinese 

genome. Nat Commun. 2016;7:12065.
 50. Stoiber M, Quick J, Egan R, Eun Lee J, Celniker S, Neely RK, et al. De novo identification of DNA modifications ena‑

bled by genome‑guided nanopore signal processing. 2017. Preprint at https:// www. biorx iv. org/ conte nt/ 10. 1101/ 
09467 2v2.

 51. Szegedy C, Wei L, Yangqing J, Sermanet P, Reed S, Anguelov D, et al. Going deeper with convolutions. In:  2015 IEEE 
Conference on Computer Vision and Pattern Recognition (CVPR); 7‑12 June 2015; 2015. p. 1–9.

 52. Collobert R, Weston J. A unified architecture for natural language processing: deep neural networks with multitask 
learning. In:  Proceedings of the 25th international conference on Machine learning. Helsinki: Association for Com‑
puting Machinery; 2008. p. 160–7.

 53. Kingma D, Ba J. Adam: a method for stochastic optimization. 2014. Preprint athttps:// arxiv. org/ abs/ 1412. 6980.

https://www.biorxiv.org/content/10.1101/094672v2
https://www.biorxiv.org/content/10.1101/094672v2
https://arxiv.org/abs/1412.6980


Page 27 of 27Fang et al. Genome Biology          (2022) 23:108  

•
 
fast, convenient online submission

 •
  

thorough peer review by experienced researchers in your field

• 
 
rapid publication on acceptance

• 
 
support for research data, including large and complex data types

•
  

gold Open Access which fosters wider collaboration and increased citations 

 
maximum visibility for your research: over 100M website views per year •

  At BMC, research is always in progress.

Learn more biomedcentral.com/submissions

Ready to submit your researchReady to submit your research  ?  Choose BMC and benefit from: ?  Choose BMC and benefit from: 

 54. Fang L, Liu Q, Monteys AM, Gonzalez‑Alegre P, Davidson BL, Wang K. Nanopore sequencing data of the HTT region 
for 11 samples with Huntington diseases and NA12878: Datasets. Sequence Read Archive; 2020. https:// www. ncbi. 
nlm. nih. gov/ biopr oject/? term= PRJNA 678742.

 55. Fang L, Liu Q, Monteys AM, Gonzalez‑Alegre P, Davidson BL, Wang K. DeepRepeat source code. GitHub. 2022. 
https:// github. com/ WGLab/ DeepR epeat. Accessed 9 Mar 2022.

 56. Wray S, Self M, Consortium NPsDi, Consortium NHsDi, Consortium NAi, Lewis PA, Taanman JW, Ryan NS, et al. 
Creation of an open‑access, mutation‑defined fibroblast resource for neurological disease research. PLoS One. 
2012;7:e43099.

Publisher’s Note
Springer Nature remains neutral with regard to jurisdictional claims in published maps and institutional affiliations.

https://www.ncbi.nlm.nih.gov/bioproject/?term=PRJNA678742
https://www.ncbi.nlm.nih.gov/bioproject/?term=PRJNA678742
https://github.com/WGLab/DeepRepeat

	DeepRepeat: direct quantification of short tandem repeats on signal data from nanopore sequencing
	Abstract 
	Background
	Results
	Overview of DeepRepeat
	Estimation of mismatch error of repeat regions
	Detection of long STRs in CHM13
	Detection of CAG repeats in HTT on Huntington’s disease cell lines
	Evaluation on synthetic sequences with GGGGCC repeats
	Evaluation of DeepRepeat on 57 manually curated STRs in the human genome
	Evaluation of DeepRepeat on nine STR loci in NA12878 with Sanger sequencing
	Cross-genome evaluation of DeepRepeat for base-level repeat prediction
	Comparison of running time

	Discussion
	Conclusions
	Methods
	STR regions used in DeepRepeat
	Whole genome STR regions for genome-scale DeepRepeat models
	Manually curated STR loci in GRCh38 to test DeepRepeat for estimating repeat counts

	Sequencing data for training and testing DeepRepeat
	Nanopore data of the HTT gene from Huntington samples
	Nanopore data for GGGGCC repeats
	Whole genome nanopore data
	Short reads data to infer benchmark repeat counts for evaluating DeepRepeat

	DeepRepeat framework
	Image conversion
	Deep learning classification
	Repeat count quantification

	Training and testing
	Labeling converted images
	Motif groups for training DeepRepeat models
	Training and testing process

	Quantification of telomere repeats in CHM13
	Detection of long STRs in CHM13
	Validation of the STR loci in the NA12878 sample

	Acknowledgements
	References


