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Abstract 

Roughly 3% of the human genome is composed of variable-number tandem repeats 
(VNTRs): arrays of motifs at least six bases. These loci are highly polymorphic, yet cur-
rent approaches that define and merge variants based on alignment breakpoints 
do not capture their full diversity. Here we present a method vamos: VNTR Annota-
tion using efficient Motif Sets that instead annotates VNTR using repeat composition 
under different levels of motif diversity. Using vamos we estimate 7.4–16.7 alleles 
per locus when applied to 74 haplotype-resolved human assemblies, compared 
to breakpoint-based approaches that estimate 4.0–5.5 alleles per locus.
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Background
Variable number-tandem repeats (VNTRs) are a class of repetitive DNA composed 
of short DNA sequences called motifs repeated many times in tandem. By conven-
tion, VNTRs are composed of motifs at least six bases; shorter motifs are classified as 
short tandem repeats (STRs). The repetitive nature of these sequences primes them 
for mutations through strand slippage during replication and unequal crossing over 
that increase or decrease motif copy number or introduce mutations of motifs  [1]. 
Variation of VNTR sequences has been found to impact physiology and cellular func-
tion. Disease studies have found associations of VNTR length or composition with 
diabetes [2], schizophrenia [3], and Alzheimer’s [4]. Additionally, methods developed 
to analyze VNTR variation using high-throughput short read sequencing data found 
widespread association between VNTR length and gene expression [5–7]. Finally, vari-
ation directly in coding sequences are found to be linked with human traits including 
height and hair patterns [8, 9].

The overall knowledge of genetic diversity in these sequences lags behind non-
repetitive DNA, primarily due to difficulties in genotyping VNTRs using short read 
data. The hypervariability of repeat counts and repeat composition among individuals 
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makes it challenging to interpret VNTR variation from read alignments due to align-
ment degeneracy and reference bias. As a consequence, STR and VNTR sequences have 
been masked in many large scale short read studies using low complexity filters [10, 11]. 
Specific methods have been written to analyze repeat unit variation in STRs, however 
these methods achieve precise counts of repeat units only for loci shorter than the read 
length  [12] or insert-size  [13], or for specific repeat patterns  [14]. Methods developed 
to genotype VNTR variation using short-reads, only provide an estimate of motif count 
based on read depth inferred from genomic alignments [7], hidden Markov models [5, 
15], and alignment to pangenomes [6].

Contrary to short-read sequencing, variation of VNTR loci is routinely resolved using 
long-read sequencing (LRS) [16–20] and assemblies [21, 22] based on the property that 
long read alignments or assemblies span across most VNTR loci. The initial long-read 
assembly studies found that insertions and deletions greater than 50 bases (structural 
variation) in humans are enriched in VNTR loci [21, 23]. More recently it was found that 
over 61% of structural variants discovered in 32 haplotype-resolved assemblies produced 
by the Human Genome Structural Variation Consortium  [22] are inside VNTRs. The 
loci that harbor these structural variants are highly polymorphic. An analysis of ∼30,000 
VNTRs in these assemblies (corresponding to loci studied in [22]) shows ∼ 9 alleles per 
locus, when considering each distinct sequence as an allele. This analysis with recent 
long-read data in human agrees with the long-studied observation that VNTR mutation 
rate in prokaryotes is up to six orders of magnitude greater than single-nucleotide poly-
morphisms [24, 25].

Variation is discovered using long-reads or their assemblies by mapping reads/assem-
blies to genomes using methods that allow for large insertions and deletions [26, 27], 
and recording variants by their position along with the number of bases gained or lost 
directly from alignments [17, 18]. When discovering variation from unassembled reads, 
variant signatures from separate reads are combined into individual calls allowing for 
inexact matching of variants to account for alignment differences driven by sequencing 
error [16–20]. Similarly, when combining variation discovered from multiple individuals 
into population-scale databases, variants in different samples are merged into distinct 
alleles depending on similarity of variant calls [20–22].

In both instances, merging variant signatures in tandem repeat loci is challenging in 
repetitive DNA because gaps in the reads/assemblies may be placed in different loca-
tions, depending on the alignment algorithm and gap penalties used [21]. The variant 
merging heuristics across haplotypes can collapse different mutations, resulting in a 
reduced measure of diversity of these sequences. Finally, recording variants strictly as 
gains and losses of DNA masks polymorphisms in repeat compositions, thus does not 
reveal the full extent of sequence mutations in VNTRs. For example, variation in an 
intronic VNTR of CACNA1C is associated with schizophrenia by repeat composition, 
rather than length [3], and pangenome-analysis of VNTR composition cis-association 
expression of 174 genes with changes in VNTR composition [28]. A recent study of 3622 
Icelandic individuals sequenced with LRS used a combination of pre-filtering and clique-
based clustering to provide a finer separation of variant alleles for VNTR sequences that 
associate with height, atrial fibrillation, and recombination [9]. As larger scale long-read 
sequencing studies become available, a more effective genotyping method suitable for 
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long reads may help shed light on the role of VNTRs in human genetics, since LRS and 
their assemblies has the potential to resolve large and complex VNTR alleles.

Rather than building a catalog of variation from differences in alignments, a more 
accurate approach to describe VNTR variation is to annotate their motif composition. 
By comparing tandem repeat sequences according to repeat units, the full diversity of 
a population or study cohort may be revealed as both differences in repeat length and 
composition. One naive approach to creating a motif database for each VNTR locus is to 
compile a non-redundant set of repeat motifs identified by a repeat discovery tool such 
as Tandem Repeats Finder (TRF) [29], applied to a reference set of VNTR sequences. 
However, this method may generate an extensive list that includes many rare motifs, 
which may obscure the pattern of repetition. For example, the sequence ACG​GTA​CGG​
TAC​CGT​ACG​T may be decomposed into [ACGGT, ACGGT, ACCGT, ACGT]; how-
ever, (ACGGT)4 (4 repetitions) is more concise and has a low divergence from the original 
sequence. Furthermore, annotation by TRF across multiple samples may have inconsist-
ent periodicity and starting frames. Thus we define an efficient motif set as a subset of 
original motifs consistently defined across a reference panel, in which rare motifs are 
replaced by more common ones while maintaining a bounded total replacement cost.

To find such efficient motif sets, we have developed a toolkit, VNTR Annotation 
Using Efficient Motifs Set (vamos) that finds efficient motif sets using a reference panel 
of diversity genomes. We have integrated the StringDecomposer algorithm [30] into 
vamos to annotate new genomes sequenced from aligned LRS reads or their assemblies 
using efficient motif sets. We generated an efficient motif set for VNTR loci from 148 
haplotype-resolved assemblies sequenced with LRS by the Human Genome Structural 
Variant Consortium (HGSVC) [22] and the Human Pangenome Reference Consortium 
(HPRC) [31] and under three levels of divergence, as well as the original motifs. As a 
proof of concept, we used vamos to create a combined VNTR callset across the HGSVC 
and HPRC assemblies to quantify diversity of VNTR sequences, and compared this to 
the diversity measured by a separate approach that combines calls based on merging 
similar variants). We additionally evaluated the application of vamos to unassembled 
long read data.

Results
Efficient motif discovery for a reference assembly panel

Efficient motif set discovery and allele annotation were ran on the 148 HPRC and 
HGSVC assemblies. After preprocessing, an average of 360, 864 ± 6072 annotated 
VNTR loci were retained per haplotype. The union of annotations of all 148 assemblies 
yielded a final set of 390,115 loci, of which only 15,514 were trivial repeats with a single 
motif. On average, there were 8.97± 26.57 motifs per locus.

The filtered motif sets were used as input for efficient motif discovery. To examine the 
motif diversity at varying levels of compression and population sampling, we generated 
efficient motif sets for an increasing number of reference assemblies, with q values of 
0.1, 0.2, and 0.3. Examples of VNTR decompositions using all observed motifs compared 
to efficient set of motifs annotations are shown in Fig. 1; the ACAN exonic VNTR found 
to be associated with height [8, 9], and an intronic VNTR in WDR7 found to be a modi-
fier of amyotrophic lateral sclerosis [32].
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To assess the global diversity of VNTR motifs, we used genome-wide total motif 
count to measure the change in efficient motifs as more assemblies were added to the 
discovery panel from one to 148 assemblies. As expected, the number of the original 
motifs ( q = 0 ) increased as genomes were added (Fig. 2), reflecting the inclusion of rare 
motifs with each additional assembly. The number of efficient motifs also increased as 
more assemblies are included, with total diversity showing asymptotic leveling at 148 
genomes. Specifically, after inclusion of 30 assemblies, ∼ 99.07% efficient motifs were 
selected compared to the entire set when 148 assemblies were incorporated with a q 
value of 0.1 (Fig. 2).

On average, the efficient motif set size per VNTR locus ranges from 4.36 at q = 0.1 to 
2.6 at q = 0.3 when 148 assemblies are included, while the original motif set size aver-
ages 8.97 per VNTR locus (Table  1). The mean compression ratio of motifs (efficient / 
original motif size) ranges from 0.78 to 0.63 ( q = 0.1− 0.3 ) (Table  1).

One possible approach to compile an efficient motif set is a greedy approach, which 
selects the most frequently occurring motifs at each locus. To compare the performance 
of efficient motif set selected by vamos algorithm and the greedy method, we generated 
efficient motifs with q value of 0.1 by vamos and motif sets of the same size using the 
greedy method. Both motif sets were used to annotate a total of 136,748 VNTR loci for 
148 HGSVC and HPRC haplotype-assemblies, excluding homogeneous loci with less 
than five original motifs. To evaluate the quality of the annotations, we computed the 
edit distance between the nucleotide sequences translated from the annotated string 
of motifs and the assembled raw sequences. We defined an annotation to be supe-
rior to another if its edit distance to the true VNTR sequence is less than 80% of the 

Fig. 1  Visualization of allele structure change with four levels of q ( q = 0, 0.1, 0.2, 0.3 ). q = 0 means no 
compression on the original motif database. With q growing larger, only truly representative motifs are 
selected and rare/contamination motifs possibly resulting from sequence error disappear and the allele’s 
domain structure starts to grow more clear. The ACAN and WDR7 VNTR sequences from 148 HGSVC and 
HPRC assemblies are annotated into a string of efficient motifs selected at each level of q. Repeat motifs are 
color-coded and each individual annotation is plotted as a series of colors (row). Repeat motif unit is shown 
on x-axis. A. ACAN (chr15:88855422–88857301 on GRCh38) repeat alleles ranked by decreased length. B. 
WDR7 (chr18:57024494–57024955 on GRCh38) repeat alleles ranked by decreased length
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corresponding edit distance of the other sequence. Under this metric vamos outper-
forms the greedy approach on 6.3± 0.1% (8097), which is roughly 1.3 times the number 
of loci where the greedy approach is superior (Table  2). One advantage of using efficient 

Fig. 2  Diversity of efficient motif sets. Diversity of efficient motif sets under four levels of compression 
( q = 0, 0.1, 0.2, 0.3 ) as more assemblies are incorporated, measured by genome-wide number of efficient 
motifs. The curve of q = 0 reflects the number of original motifs. As expected, the number of the original 
motifs increases as genomes are added, due to the inclusion of rare motifs. The efficient motif set size 
increases as more assemblies are included, with total diversity in this category showing asymptotic leveling 
at 30 genomes. As q grows larger, more compression is posed on the original motifs, resulting in less efficient 
motifs

Table 1  The mean efficient motif set size and compression ratio under three levels of q (0.1,0.2,0.3), 
when 148 haploid assemblies are incorporated

q 0.1 0.2 0.3

Mean efficient motif set size 4.36 3.26 2.60

Mean compression ratio 0.78 0.69 0.63

Table 2  Comparison between vamos and greedy method. The quality of an annotation was 
measured calculating the edit distance between the nucleotide sequences translated from the 
annotated string of motifs and the original assembled sequences. An annotation is significantly 
better if the corresponding edit distance is less than 80% of that of the other

Average number of 
loci per assembly

vamos < greedy 15,170

vamos <80%×greedy 8097

greedy < vamos 13,479

greedy <80%×vamos 6308
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motifs over the greedy approach is that it takes into account the cost of replacing each 
original motif, resulting in not only highly frequent motifs being reserved but also less 
frequent ones with long length and dissimilarity from other motifs. For instance, sup-
pose a locus has three motifs AAAG​, AAAC​, and TGT​GAC​CTG​CAC​ with counts 10, 3 and 
1. The greedy approach picks top two frequent motifs AAAG​ and AAAC​, whereas vamos 
selects AAAG​, TGT​GAC​CTG​CAC​. By including the rare motif TGT​GAC​CTG​CAC​, vamos 
efficient motifs allow for representation of more diverse sequences that include this 
motif. Another advantage of vamos is the automatic decision of the number of efficient 
motifs to select at each locus, which benefits from the ILP formulation and the associa-
tion with a total replacement cost upper bound � that can adapt to the complexity of 
original motif set for each locus.

Allelic diversity in 148 haplotype‑resolved de novo assemblies

Because previous studies using long-read sequencing and assembly to quantify human 
diversity using methods that merged separate distinct alleles into the same variant [22], 
we sought to use vamos to quantify human diversity in VNTR sequences with motif-
resolution in the HGSVC and HPRC haplotype-resolved assemblies. Each assembly was 
annotated independently using the original motif set and efficient motif sets defined by 
q = 0.1 . The average number of alleles per locus under the original motif set was 4.8 (7.8 
excluding constant loci), and under the efficient motif set was 4.1 (6.4 excluding con-
stant loci) (Table 3, Fig. 3). Combining the HGSVC and HPRC data set resulted in about 
26–33% more alleles than each individual set for q=0, and 21–33% more alleles with 
q=0.1, as evidence of the high variability of VNTRs. The number of different alleles cor-
relates with the average motif count using both the original ( r2 = 0.21, p < 2.2× 10−16 ) 
and efficient ( r2 = 0.21, p < 2.2× 10−16 ) motif sets. In contrast, there were 3.3 alleles 
per locus when comparing by exact length, and 5.4 alleles per locus when comparing by 
exact sequence.

To measure how different alleles are, we also grouped together annotations if their edit 
distance with respect to the motif composition was up to 0–3 motifs (Table 3). When 
considering annotations using the original motif set, there was a 46% reduction in the 
average number of alleles per locus when grouping alleles that differ by up to two motifs 
by an edit distance allowing for insertion and deletion in addition to motif mismatch. 
Similarly, there was a 44% reduction in the average number of alleles in the efficient 
motif set under a similar grouping by edit distance. Because the annotation by efficient 

Table 3  Average number of alleles per locus when all 58 HGSVC and 90 HPRC haplotypes were 
annotated using the original and efficient set of motifs. Annotations were grouped into one allele 
if their edit distance with respect to the motif composition is 0–3 motifs. Statistics calculated by 
excluding constant loci that have only one allele measured by 0 edit distance under the original set 
are shown in brackets

Edit distance

 Motif set 0 1 2 3

Original set ( q = 0) 4.8 (7.8) 3.4 (5.2) 2.6 (3.8) 2.2 (3.1)

Efficient set ( q = 0.1) 4.1 (6.4) 2.9 (4.3) 2.3 (3.3) 2.0 (2.7)
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motif sets already have a reduced diversity due to motif compression, the similar relative 
reduction by edit distance in both annotations indicates relatively few motif mismatches 
and that copy number variation instead accounts for the majority of allelic variation, as 
expected by the slippage mutational mechanism of tandem repeat sequences.

Annotating diverged populations

We used simulation analysis to evaluate annotations of new genomes not included in the 
reference assemblies using simulated VNTR sequences so that the ground truth motifs 
are known. VNTR sequences were simulated based on 50,000 randomly selected loci 
described in Section “Generating an original motif set” and the corresponding replace-
ment annotations described in Section “Efficient motif selection” were compared with 
the vamos annotations using StringDecomposer. Motif sets with a single motif were 
excluded from simulation since variations introduced by simulation may largely be con-
cealed by the motif homogeneity in such cases. From each of the 50,000 selected motif 
sets, VNTR sequences were generated by sampling and concatenating 50–100 motifs 
according to their underlying frequencies in the reference assemblies.

Population diversity where sequences have motifs not reflected in the original or effi-
cient motif sets was simulated by adding random mutations into the simulated VNTR 
sequences. Specifically, four settings for mutation rate: a 1% and 2% mutation rate sam-
pled uniformly from single base substitution, deletion, or duplication combined with an 
optional 1% rate of insertions 2–4 bases (Fig. 4).

The annotations were assessed using simulated assemblies (error-free), as well as 
30-fold coverage of reads from HiFi using pbsim [33] with average 98.1% accuracy and 
ONT using alchemy2 (distributed with lra [27] and averaging 88.8% accuracy). Similar to 
the analysis of aligned reads, the accuracy of the annotation was impaired by sequencing 

Fig. 3  Distribution of number of VNTR alleles for 58 HGSVC and 90 HPRC haplotypes. VNTR sequences were 
annotated by vamos –contig using both efficient motifs ( q = 0.1 ) and original motifs ( q = 0 ). Alleles from the 
call set were counted by the annotation strings
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error (Fig.  4). The addition of population diversity through sequence divergence fur-
ther decreased the annotation accuracy. Overall, vamos exhibited robust performance 
on simulated assemblies and high quality sequencing reads ( ≥ 98% accuracy). The base-
line error rate for annotating sequences without divergence was 6.1% for PacBio HiFi 
and 15.6% for ONT. When there was sequence divergence through mutation and indels, 
the error rate only rose modestly, from 6.6 to 10.0% for PacBio HiFi and 15.7 to 18.9% 
for ONT, indicating that relatively large differences in sequence variation may still have 
similar motif annotations in the efficient motif set. As technologies improve the rela-
tive differences between approaches are likely to decrease. The instances where there 
was a high divergence between the simulated motifs and the motif decomposition were 
typically due to long motifs in the original motif set being annotated by multiple shorter 
motifs in the efficient motif set.

Analysis of aligned long‑reads

Because studies may elect to perform low-coverage sequencing to increase sample size, 
we analyzed long-read data of NA24385 sampled at 10–30×  for both HiFi and ONT 
platforms to investigate the accuracy of VNTR annotation on real mapped reads. Since 
analysis of assembly data gave the best overall performance by simulation, we com-
pared annotations from reads data to those from the HPRC NA24385 assembly (Fig. 5). 
Regions where reads could not be phased, but still covered a VNTR locus were anno-
tated with homozygous calls. The higher sequencing coverage leads to better phasing 
and construction of more accurate consensus sequences for improved overall perfor-
mance. Increasing sequencing depth from 10× to 20× greatly decreased the number of 
uncovered loci for both platforms, yet such benefit was not as significant when sequenc-
ing depth was further increased from 20× to 30×. Under the sequencing depth of 30×, 
the percentage of VNTR loci with over 80% of the covered reads successfully phased was 
78% and 71% for the HiFi and ONT data, respectively. However, although both platforms 
had over 97% of the VNTR loci covered at 10× or above, this number dropped to 91% for 
the ONT data but 83% for the HiFi data after phasing, showing the advantage of longer 

Fig. 4  Error of vamos annotation in simulated data for assemblies, HiFi, and ONT reads under five 
divergence settings. The ground truth annotation is defined by replacing the original simulated motifs by 
their counterpart efficient motifs for q = 0.1 . The error is calculated by dividing the edit distance on motifs 
between the vamos annotation and ground truth to the number of motifs repeated in the ground truth. The 
divergence and gap percentages refer to the number of base mutation and indel spaces added per hundred 
bases of the locus
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reads for phasing. The HiFi data generally had more loci not covered than the ONT data, 
though for annotated loci the HiFi data produced slightly better agreement to the assem-
bly annotations. We examined the cases showing small divergence (i.e., edit distance 
≤ 2 ) between the reads and the assembly results and found such loci enriched at regions 
of low sequence complexities (e.g., AT or GC rich regions), where motifs are highly simi-
lar and thus chances of motif misplacement increases.

Comparison with interval‑based merging of population calls

We compared the vamos annotations on the 148 assemblies to a method made to 
merge variant calls across populations, Jasmine [20]. To generate the variant calls for 
each assembly, we used the dipcall [34] and applied a filter to exclude variants under 
20 bp. The variant calls were then merged across samples using the jasmine tool with 
the –dup_to_ins option. Although we excluded smaller variants from analysis, the 
jasmine method was written to use input from a companion program iris, which 
uses variant calls produced by Sniffles [17] and the default setting of Sniffles is to detect 
variants at least 35 bases making our analysis an overestimate of default behavior. This 
resulted in a total of 410,418 variants, out of which 153,880 were located in 65,584 
VNTRs.

The variants in the Jasmine callset were fully phased, so the distinct alleles could be 
enumerated based on the pattern of inherited variants each assembly had that overlap 
with VNTR loci. On average each locus had 5.5 distinct alleles in the Jasmine combined 
callset when enumerating inherited variants, and 4.0 distinct alleles per locus when 
aggregating the total gain or loss of variants on each locus. In contrast for vamos, we 
observed an average of 16.7 alleles per locus when considering distinct annotations, and 
7.6 alleles per locus of when only considering the length of each annotation (Table 4). 
When using the efficient motifs, there was a 15–29% decrease in the number of dis-
tinct alleles annotated by vamos, and 1.3–2.6% decrease in the number of length alleles 
observed (Table 4). On 96% loci, we observed more alleles from the vamos annotation 
(Fig. 6). This indicates the issue of over-merging in interval-based method, which relies 

Fig. 5  Analysis of raw sequencing reads of NA24385. Raw sequencing reads of NA24385 were phased by 
HapCut2 and annotated by vamos –read. Edit distance was calculated by aligning annotation strings to 
results from the HPRC NA24385 assembly for each VNTR locus
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on heuristics to merge variants based on variant size and breakpoint distance, and can 
lead to omission of allelic variations at VNTR loci.

Discussion
New long-read sequencing and assembly efforts are generating large databases of struc-
tural variation enriched at variable number of tandem repeats. These variants tend to 
be multi-allelic, however current catalogs of variation merge multiple different variant 
calls into a single representative call that limits the ability to associate different alleles 
with traits. One solution to this is to consider each unique VNTR sequence as an allele. 
Under this estimate, there are an average of 5.4 alleles per locus in VNTRs among the set 
of loci examined in this study. Here, we show there is a 24% reduction in annotated allele 
diversity when small-scale variation is abstracted by the efficient motif set annotation. 
This difference is subtle, however as the number of genome assemblies increases, the 
benefit of an abstract encoding of VNTR alleles will also grow, for example in the appli-
cation of long-read sequencing to association analysis.

The set of regions that vamos calls depends on the initial preprocessing of assem-
blies. The number of loci annotated in each genome depends on the overall quality of 
the assembly and the contiguity of the whole-genome alignments between the assem-
bly and the reference. While we were able to partially address missing VNTR loci by 
including regions masked by TRF in the HGSVC and HPRC assemblies, but missing 
from GRCh38, future annotations based on the CHM13 T2T assembly [35] will likely 

Table 4  The average number of alleles per locus obtained from a combined variant callset based 
on merging of variants by Jasmine, and vamos motif annotations. For the Jasmine calls, the number 
of alleles was determined using two different definitions. The first definition was based on the 
presence of known variants in the callset, referred to as “allele by variant” in the table. The second 
definition was based on the aggregated length of inherited variants, referred to as “allele by total 
variant length”. In contrast, for the vamos method, the table evaluated two definitions of an allele. 
The first definition was based on the number of motifs in the annotated string, denoted as “allele by 
length” in the table. The second definition was based on the annotated string of motifs from vamos, 
denoted as “allele by motif string”. The analysis was conducted using the subset of VNTR loci for 
which Jasmine records a variants (N = 65,584 for variants ≥ 20bp and N = 46,597 for variants ≥ 30bp)

Variant >= 20bp Variant >= 30bp

Total number of variants 410,418 288,172

Total number of vari-
ants falling into VNTRs

153,880 117,431

Total number of 
VNTRs intersected with 
variants

65,584 46,597

# alleles by variant # alleles by total vari-
ant length

# alleles by variant # alleles by total 
variant length

Interval-based 
method (Jasmine)

5.5 4.0 5.8 4.1

 vamos # alleles by motif 
string

# alleles by length # alleles by motif 
string

# alleles by length

q = 0 16.7 7.6 19.9 8.5

q = 0.1 14.1 7.5 16.7 8.3

q = 0.2 13.0 7.4 15.3 8.3

q = 0.3 11.8 7.4 13.8 8.2
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increase the number of loci included in the efficient motif database. Additionally, 
higher quality assemblies will expand the regions where an annotation database may 
be constructed, such as VNTRs in segmental duplications.

The appropriate parameters for selecting an efficient motif set will be specific to 
the context which the analysis is performed. Generally, for the reference assemblies 
that were considered in this study, values of q ≤ 0.1 preserved common motifs and 
excluded rare ones. Depending on the aims of the study, a higher value of q will ena-
ble characterization of domain structure or other higher-order patterns in repetitive 
DNA, and low, or complete motif sets can be used to study patterns of rare variation 
and mutation rates. The use of a standardized motif database (original or efficient) 
to annotate VNTRs will obscure rare motif variants or repeat interruptions (such as 
those that may arise in pathogenic disease loci). Future versions of the software may 
annotate differences between samples and the closest matching motif. Furthermore, 
it is possible to use custom motif databases when there is a standard representation 
of motif variation among experts of a particular locus that is not represented by the 
original TRF annotations. Finally, there is no distinction between removing low fre-
quency motifs that arose from error versus true biological mutations. In this instance, 
annotations on the original motif set could be retained to be validated by orthogonal 
sequencing data.

The runtime of ILP solver is highly variable across loci. It takes a few minutes to run 
for loci with up to hundreds of motifs, but for loci with thousands of motifs, it can 

Fig. 6  Number of alleles comparison between interval-based merging of variants (Jasmine) and motif 
annotation (vamos). The number of alleles obtained by merging variants (x-axis, Jasmine), and by annotating 
motifs (y-axis, vamos). The Jasmine calls reflect a combined callset on variants ≥ 20 bases, and the vamos 
annotation using an efficient motif set with q = 0.1



Page 12 of 18Ren et al. Genome Biology          (2023) 24:175 

take hours. However, each locus may be calculated in parallel, and it only needs to 
run once on a set of reference genomes.

Conclusions
We developed vamos as a tool to automatically curate VNTR motif sets from long-read 
population assemblies and annotate new genomes using these sets. We show that com-
pared to interval-based merging of variant calls, vamos annotations capture a greater 
amount of diversity of VNTRs. The method is shown to be robust for annotating on 
unassembled low-coverage long read data, making it feasible to study large cohorts with-
out high-coverage data and de novo assembly. The vamos software is distributed with 
efficient motif sets computed for q = 0.1, 0.2 and 0.3, along with the original motif set 
for the 148 haplotype-assemblies, and may be updated as additional human genomes are 
assembled.

Methods
Generating an original motif set

We used a total of 148 haplotype-resolved assemblies covering nonredundant samples 
from the HGSVC (N = 58) and HPRC (N = 90) projects to build a catalog of VNTR 
motifs. The motif sets were calculated using sequences orthologous to 692,882 VNTR 
loci defined by the simple repeat track in GRCh38 [36]. Since the GRCh38 VNTR anno-
tations may be missing VNTR annotations due to misassembly and collapsed repeats, 
we also ran TRF on the 148 assemblies. This identified 5294 additional loci where the 
lengths on the reference are less than half of the average lengths on assemblies. VNTR 
loci that are on alternative chromosomes, in centromere regions, longer than 10 kb, or 
are annotated as more than 40% transposable element were removed and not studied, 
resulting in a total of 583,316 remaining loci that were considered for analysis.

Given the location of a single VNTR in GRCh38, whole-genome alignments were used 
to determine the orthologous boundaries across assemblies. The VNTR sequence in the 
reference and all orthologous VNTR sequences from assemblies are collectively referred 
to as a single VNTR locus. Each locus was processed first by individual assembly and 
then collectively across assemblies using TRF, motif filtering, and re-annotation in order 
to identify their initial motif composition in a manner that is unified across assemblies 
(Fig. 7A). The VNTR sequences were first extracted from each assembly and annotated 
in isolation using TRF, where each TRF annotation defines a repeat interval and a con-
sensus motif over that interval. Due to changes in repeat pattern or other interruptions 
in repeat sequence, TRF may report multiple potentially overlapping annotations or 
not annotate the entire VNTR sequence. To account for this, the motif composition of 
each VNTR sequence was re-annotated using the StringDecomposer method with its 
TRF consensus motifs modified to account for cyclical rotations and filtered to remove 
homopolymers and redundant motifs that are approximate concatenates of smaller 
annotations (longer than 1.5 times the length and encompassing 80% a smaller consen-
sus motif ). As a result, each VNTR sequence was partitioned into a set of non-overlap-
ping repeat motifs.

A new consensus was generated over the re-annotated motifs by the tool abPOA [37]. 
Since motifs on the sequence boundaries are often partial, we further eliminated 
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boundary motifs that are shorter than 2/3 or longer than 4/3 of the overall consensus. 
The full set of reference motifs for a locus were then formed as the non-redundant union 
of individual sequence motifs from all assemblies, followed by an additional cyclic rota-
tion adjustment so that all motifs are in-frame with the consensus generated by abPOA. 
To avoid degenerate annotations, homopolymer and dinucleotide loci were excluded (N 
= 165,308). Finally, we found that the efficient motif selection and StringDecomposer 
annotation did not have practical runtimes for loci that had many motifs, and to improve 
runtime loci that have more than 500 motifs were additionally excluded (N = 506).

Efficient motif selection

The efficient motif selection process is applied independently to each VNTR locus. For 
a given VNTR locus, let V = {v1, . . . , vJ } represent a collection of orthologous VNTR 
sequences from a reference set of assemblies. After processing and filtering in Section 

Fig. 7  vamos workflow of one VNTR locus. A Processing and filtering. TRF may report multiple potentially 
overlapping annotations or not annotate the entire VNTR sequence. So, for each assembly consensus motifs 
from all TRF annotations are collected to re-annotated the full VNTR sequence by StringDecomposer. Motifs 
resulted from re-annotation are combined across assemblies as the original motif database. B Efficient 
motif selection. An efficient motif set is selected as a subset of the original motif set under a parameter q 
representing the compression strength. C New sequence annotation. New sequences are annotated by 
StringDecomposer algorithm into a string of efficient motifs that is closest to the raw nucleotide sequence by 
edit distance
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“Generating an original motif set”, the set of all distinctly observed motifs in V is referred 
as original motif set, defined by � = {m1,m2, ...,mp} , with count of each motif repre-
sented by oi . The efficient motif set is a subset (compressed) from the original motif set 
(Fig.  7B). During compression, rare motifs are replaced with more common motifs if 
they are similar, as this suggests that the rare motifs may have mutated from the more 
common ones or arose from sequencing error. In contrast, rare motifs that are dissimi-
lar to other motifs are retained, as it’s less likely that they arose from the mutations of 
other motifs. The cost of replacing a motif mi by another motif mj is defined as the edit 
distance between mi and mj , denoted by δij . Indicator variable xij is defined to describe 
if motif mi is replaced by mj . We formulate the efficient motif selection problem as an 
optimization problem. Specifically, we define an efficient motif set � ⊆ � is a minimizer 
of the weighted sum of the efficient motif set size and the total motif replacement cost. 
We require the total replacement cost to be bounded by a parameter � to control the 
compression. We also require if a motif mi is replaced with motif mj , all occurrences of 
mi must be replaced. Furthermore, a motif can be only replaced by another motif with 
higher or equal count, not the other way around.

The parameter � is specific to each locus, and represents the upper bound of total 
motif replacement cost. Loci with longer or more divergent motifs require larger � for 
the efficient motif set to be likely smaller than the original motif set. � is designed to 
control the number of motifs that can be removed from original motif set and set a rea-
sonable removing cost per motif based on the motif divergence at each locus. Let M be 
the full list of all observed motifs in V. A user-specified global parameter q ∈ [0, 1] is 
used to calculate a locus-specific � by setting � = (Q(q)× ||M|| ∗ q) . The value Q(q), 
represents the q-quantile pairwise edit distance of all pairwise edit distances of motifs in 
M and reflects the motif divergence at a locus, indicating the upper bound of the allowed 
removing cost per motif. The second term ||M|| ∗ q indicates the upper bound of num-
ber of motifs that can be removed. The value of � grows with increasing q. In the limit, a 
single motif will be selected for �̃ and the efficient motif set will lose the ability to repre-
sent variation in composition for a VNTR locus.

Theorem S1 (Additional file 1) guarantees that if efficient motif set exists, the nucleo-
tide sequences translated from vamos annotation string of efficient motifs, differ from 
the original sequences by at most � . Additionally, Theorem S1 (Additional file 1) also 
indicates that a concatenation of counterpart efficient motif of each original motif in the 
sequence, referred as replacement annotation, is a good approximation of the original 
raw sequence, with the divergence bounded by � . However, it should be noted that theo-
retically, the vamos annotation is even closer to the original raw sequence.

Integer linear programming formulation

Theorem S1 (Additional file 1) implies that it is possible to search for an efficient motif 
set by bounding on the cost of replacing motifs independent of their context in V. We 
prove that the efficient motif set selection problem is a NP-hard problem when the cost 
function div is a general function not limited to edit distance in Theorem S2 (Additional 
file 2).

Fortunately, it can be formulated as an integer linear programming (ILP) problem 
(Eq. 2), which can be efficiently solved using the Google OR-tools (CP-SAT solver) [38] .
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The problem may be formulated as a linear programming (LP) problem with an indica-
tor function as objective (Eq. 1), which is not yet in ILP form due to the presence of an 
indicator function in the objective.

However, Eq. 1 can be transformed to an equivalent Eq. 2 by introducing additional vari-
ables yi = 1(

∑p
i=1

xij ≥ 1) . L and Q in Eq. 2 are the lower bound and upper bound of 
1−

∑p
i=1

xij (In this case, L can be 1− p and Q can be 1). Equation 2 is clearly in ILP 
form.

Annotating motif composition on sequence data

The vamos software adapts the StringDecomposer algorithm to annotate the motif com-
position of tandem repeat sequences for haplotype-resolved assemblies and aligned long 
reads (for example, when coverage is too low to assemble) (Fig.  7C). As input vamos 
requires sequence alignments and a file with coordinates of reference VNTRs and a 
motif list for each VNTR. The tandem repeat sequences to annotate are extracted from 
the input alignments. When annotating assemblies, sequences are annotated directly 
from the aligned contigs. When annotating read alignments, all reads covering a VNTR 
locus are first collected. Reads are partitioned by haplotype using phase tags if they have 
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been phased using WhatsHap [39] or HapCut2 [40]), or by a max-cut heuristic that ini-
tializes partitions with the two reads with the most disagreeing heterozygous SNVs and 
assigns remaining reads to a partition based on shared SNVs. The VNTR sequences from 
each of the reads are extracted based on alignments, and the StringDecomposer annota-
tion is executed on the abPOA consensus [37] of the VNTR sequences in each partition.

The output of a vamos run is in Variant Call Format (VCF)  [41] with one variant 
entry per reference VNTR. The efficient motif list for a VNTR is stored in the INFO 
field along with the vamos annotations of two haplotypes of a sample. Each distinct 
allele is recorded as a list of motifs from INFO field, and the genotype references 
which distinct alleles a sample has. In this manner, a combined-sample VCF main-
tains a record of all observed alleles and enables downstream analysis to compare dif-
ferences at the level of motif composition.
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